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How Much NFV Should a Service Provider Adopt?
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Abstract—Network function virtualization and software-defined
networking have the potential to change provider revenue streams
and offer new services. We measure the impact of NFV on large
provider networks by accurately modeling a contemporary service provider. In our model, we consider actual equipment that is
currently deployed and understand the impact of NFV on CapEx,
OpEx, and service delivery. Apart from accurately modeling a contemporary provider network, we also inculcate robustness in the
model to factor in for uncertainty of network traffic. We answer
the key questions: what functions in a network can be virtualized
and which functions need to continue as traditional hardware? We
also harp upon the question as to what new services can be considered and in which circumstances? Our model considers various
combinations of network architectures that are used in contemporary networks. The model is supported by extensive analysis
and simulation that verify our results from cost, performance, and
scalability (of services and the model itself) perspectives.
Index Terms—NFV, SDN.

I. INTRODUCTION
DOPTING the concepts of network function virtualization
(NFV) along with software defined networking (SDN)
has the potential to change the way a service provider offers
new services to its customers as well as revolutionize the total
cost of ownership (TCO) paradigms in contemporary networks.
In particular, NFV can be a game-changer in the context of
service creation and delivery. While SDN facilitates the segregation of the control and data plane, NFV facilitates moving
network functions (NFs) onto commodity servers. SDN is more
networking-centric, while NFV is more service-centric. They
can together create an agile, programmable network evolved
to increase the speed of service delivery and facilitate better
revenue models for the provider.
The premise of NFV enables virtual network functions
(VNFs) to replace hardware-based NFs, by situating VNFs in
commodity servers. This results in lower CapEx in the short
term, and leads to better upgradeability, maintainability and
hence significant OpEx savings, in the long term. While money
saved by adopting NFV translates to an enhanced balance-sheet
bottom-line for the provider, a second aspect of NFV is its ability to perform service chaining. Service chains (SCs) are tagged
paths that traverse VNFs; thus facilitating a data-stream to be
processed by a given set of NFs.
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The promise of NFV is appealing to providers. Coupled with
SDN, NFV can create new opportunities for providers, those
that did not exist in the past, such as new service offering, better optimizing their networks and enhanced service delivery of
existing service portfolios. To this end, an important question
remains unanswered – while NFV has the potential to use commodity servers to house VNFs, to what extent is there a role
for existing hardware? Specifically, which part of the network
can migrate from traditional customized hardware to NFV and
which part continues as it is? A second question is that of VNF
placements within a provider network, as to which VNF should
be placed where, and how many instances of a VNF should exist
across a network for carrier-class service delivery.
In this paper, we aim to resolve these questions through an optimization model that takes into consideration a contemporary
service provider network. Our model assumes actual network
equipment in the network, by modeling realistic performance
metrics. A salient feature of our model is that though it is network equipment-centric, it also takes into consideration the different aspects of service provisioning – such as aggregation,
transport protocols, etc.
Scope and contribution of this paper: We model the network based on a contemporary provider by considering actual
equipment. Our contributions are as follows: (a) We model the
network as-is and evaluate the impact of NFV from a cost and a
performance perspective; (b) We evaluate stress-testing on the
network and how imbibing NFV would impact stress-testing
(using the technique of robust optimization), and, (c) we evaluate the impact of data-plane acceleration and use of SDN whiteboxes on NFV performance penalty.
This paper is organized as follows: Section II discusses
a typical service provider network architecture. Section III
presents our NFV optimization exercise, which discusses adoption of NFV as well as includes robustness in traffic variations.
Section IV describes specifics of the NFV migration model
that we intend to use to generate numerical results. Section V
presents a simulation exercise to validate our model. Section VI
focuses on related work, while Section VII concludes the
paper.
II. THE NETWORK ASSUMPTIONS
We model a large provider network that spans across the
United States with 75 backbone sites [1] interconnected using
multi-core fiber. The core network is modeled as a sparse mesh,
with each node constituting a multi-degree ROADM (Reconfigurable Optical Add-Drop Multipexer). Core ROADMs support CDC (contentionless directionless and colorless) features
and are assumed to use either Fujitsu 7500 or Cisco 15454 (or
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Fig. 1.
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The network architecture.

NCS 2K) specifications. At each core site are two Backbone
Routers (BRs) that can be either comprising of Cisco GSRs [2]
or Juniper PTX platforms. The core site could be augmented
by a sub-core site that consists of P (Provider) routers. The P
routers are connected to PE-routers (Provider Edge) using a
metropolitan optical network. The metro network either uses a
partial-CDC ROADM based ring network, or in cases where
the P-to-PE network is limited in distance or the number of Prouters mapped to a PE router is limited, we use an OTN-based
point-to-point network [3]. The metro ring network uses Carrier
Ethernet switches with colored optics and in some cases OTNized interfaces for reach. The use of two P routers provides for
resiliency and dual homing capability. PE-routers are typically
Alcatel-Lucent (now Nokia) 7950 series or Cisco 7609 series
routers. The PE-routers are dual-homed on to the P routers and
this arrangement is as shown in [1]. The P-routers on the client
side are connected to a distribution network. This distribution
network consists of the following elements: (1) an optical distribution network using GPON/NGPON technology, and, (2) an
enterprise network that connects client ports of an edge-router
(ER), further connected to a BNG (broadband network gateway)
in an enterprise using either point-to-point fiber (Ethernet over
Fiber) or OTN (G.709) technology.
The key element that subtends the distribution network is
the central office (CO). We assume about 5000 COs across the
country-wide network. It is ascertained that the CO is the most
difficult part of the network in terms of multitude of equipment
because it can have as many as 300 different types of equipment

[4]. Following the approach of [4] we in this paper aim to
replace the CO with a mini Data-Center (mDC) that would
house a bunch of servers as its principal elements supported by
transport equipment that connects to an aggregation router or
switch. In addition, each CO has access-supporting equipment
that facilitates connection to the distribution network. As part
of the access interconnection points, we have vOLT (virtualized
OLTs) and vBNGs (virtualized BNGs) that use a distributed
setup – a physical MAC+PHY and a virtual packet processing
unit as VNFs [5], [6]. Efforts to virtualize the CO are undertaken
by many groups such as [6], [7] etc. To this end, in addition to
vOLT and vBNG, we also expect virtualized evolved packet
core (vEPC), vFirewalls, vSession-controllers and other such
elements in the edge network that can easily be virtualized. The
question remains whether it makes financial sense to invest in
such virtualization.
In addition to the mDCs, there are also backbone DCs (bDCs)
that are much larger than mDCs and house data as well as VNFs.
One of our goals is to size bDCs, mDCs as well as understand
what amount and which VNFs should be placed in the bDCs
and mDCs.
Fig. 1 captures the above discussion that details our assumptions and explains how the network is designed. Note that we
have replaced the CO by the mDC and added bDCs at select
core nodes to facilitate NFV.
Routing Philosophy: From an energy perspective, we seek
to route the data in the lowest possible layer, but not at the
cost of losing revenue (i.e. without compromising networking
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TABLE I
LIST OF INPUT PARAMETERS

TABLE II
LIST OF (BINARY) DECISION VARIABLES

TABLE III
LIST OF (BINARY) AUXILIARY VARIABLES

functionality). What this means is that we never send data
through a VNF, which is not part of the minimum requirements
of the traffic requests’ service chain.
With this network architecture description, we are now in a
position to formulate our constrained optimization model that
will answer the key NFV migration questions.
III. REARCHITECTING THE NETWORK TO SUPPORT NFV
A. Optimization Model
We assume that VNFs can be placed at two locations –
at bDCs and customer-facing Central Offices (COs)/mDCs –
i.e. the two most prominent locations in the network. Our
optimization model works as follows: Our goal is to maximize revenue. The optimization takes into account the size of
equipment at each node based on the architecture described in
Section II. From the networking constraints, we incorporate path
constraints, protection (fault tolerance), aggregation at various
layers, delay constraints, path specifics and robustness. The list
of input parameters and binary decision variables of our optimization problem formulation are presented in Tables I and II,
respectively. Table III is a list of auxiliary variables that are derived from Tables I and II, and are instrumental in formulating
our optimization framework.
Pre-processing and route computation: Computing routes in
optimization is usually complicated due to the number of paths
being exponential in the number of nodes. To this end, we make

an approximation: whereby we choose only the k-shortest paths,
i.e. beginning from the shortest path between two nodes, we
choose the next k − 1 paths in ascending order of hop-count.
The set of paths allocated to a source-destination pair (which we
call a service/request), are such that each of the k paths chosen
for the optimization exercise will suffice for the service chain
for that service. Typically, we choose a value of k = 5.
n
For each of the k paths to provision Tabk
m , we compute
all possible NF placements to accommodate the given service
n
chain. If Tabk
m is provisioned using a particular technology,
then this method is uniformly used across the path.
Aggregation: To account for aggregation, we first define the
base NFs that are present in contemporary networks. As per convention, we say that N F0 corresponds to the NF of deploying an
optical cross-connect or a ROADM, while N F1 implies that the
traffic connection is provisioned through a layer-2 switch (and
possibly also through an optical interface), while N F2 implies
that the traffic connection is provisioned through an IP/MPLS
router. NFs with index >2 are specific server-based VNFs such
as firewalls, IDSs, session-controllers, load-balancers, etc.
We assume that there is no separate transponder in the network, and the transponding function at layer 1 is part of the
higher layer switch/router unless the traffic connection is an alloptical circuit in which case we assume a standalone transponder/muxponder. In certain cases, the switch/router has OTN interfaces. Reach is not a constraint in our design and is assumed
to be handled separately in the fiber-map layout done ahead in
time.
n
The aggregation constraint for Tabk
m that is provisioned is
 njl
∀Vj ∈ V :
A
≤
1
implying
that at a node, we agl abk m
gregate the traffic flow at the most only once at a particular
layer l.
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Equipment Size: To compute hardware requirement in the
network, we must compute the number of ports used throughout
the network.
n
If ∀ θabk
m = 1 and ∀N Fi ∈ SCn , i > 2, then this implies
that the service chain will require aggregation for transport and a
particular service will require a visit to one or more data-centers
(DCs) that house VNFs for that particular service chain (hence,
i > 2).
The size of the device used is then computed as:
1) (rdj .Fj × rej .op) for IP/Ethernet/MPLS router/switch,
where we have Fj number of input channels at line-rate
rdj and op number of egress channels at line-rate rej . We
assume that half the switch/router is kept idle for purpose
of fault tolerance (1 + 1 protection with redundant switch
fabric).
2) F̄j × F̄j (or W F̄j × W F̄j ) for OXC (or ROADM), where
F̄ corresponds to the number of input and output fibers,
while W is the number of wavelengths in each fiber (assuming equal spectral spacing).
B. Optimization Objective
Given a network that currently deploys conventional equipment (but no NFV), we desire to compute whether it makes
sense to migrate to NFV.
Cost computation: We compute cost in two ways – the CapEx
cost and the OpEx cost. CapEx is assumed to be amortized
over a 7-year period, while OpEx is assumed to be a year-wise
increasing fraction on the CapEx. To compute CapEx for the
NFV model, we compute the total traffic through a node and
multiply it with the cost of the equipment used to provision the
traffic at that node. In case of the bDC and mDC, we also take
into consideration software licenses that are used to provision
VNFs. The philosophy of cost computation involves finding the
size of the nodes at a particular layer, and then computing costs.
The CapEx costs at a node depends on the total capacity of
various NFs provisioned at each node. Thus, the CapEx cost at a
node Vj ∈ V is given by the sum of the CapEx costs of optical,
Ethernet, IP/MPLS equipment and all the associated VNFs at
Vj . Hence, CapEX is given by the sum of the individual layer
equipment costs (ROADMs, layer-2 switches, IP routers and
NFs at higher layers. This is hence shown through the equation
below:

nj
n
Rabk
zj = c0j
m . |Tabk m |
∀T anb k m

+ c1j



nj
n
Sabk
m . |Tabk m | + c2j

∀T anb k m

+


∀N Fi ∈ SCn ,
i>2

⎛
⎝cij



nj
n
Iabk
m . |Tabk m |

∀T anb k m

 



⎞

n ij
n
⎠
Nabk
m . |Tabk m |

∀T anb k m

In the equation above we have four terms, for the ROADM,
layer-2 switch, IP router and higher layer network functions,
such that each term represents the product of per unit cost of
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each equipment type/NF and the total traffic being processed at
that layer for node Vj .
Taking aggregation into consideration, its impact is measured
on the layer below. In case of layer 2/layer 3, rdj Fj amount of
input traffic produces op number of outputs.
The traffic value at an IP/MPLS router at Vj is then:

j2
nj
n
z̄2j =
Anabk
m .Iabk m . |Tabk m |
∀T anb k m



+

∀T anb k m

⎛

⎞



⎝

n ij
n
⎠
Nabk
m . |Tabk m |

∀N F i ∈S C n ,i> 2

where, the two terms in the above equation imply impact of
aggregation at that layer (if any) in terms of volume of traffic
processed and the total traffic provisioned at the node for all
higher layer network functions. The same method is used to
compute traffic at each of the other layers as shown in the
equations below, with the addition of the traffic juxtaposed on
the layer below from the layer above.
The traffic value at a layer-2 switch at Vj is:

j1
nj
n
z̄1j =
Anabk
m .Sabk m . |Tabk m |
∀T anb k m





∀T anb k m

∀N F i ∈S C n :i> 2

+

n ij
n
Nabk
m . |Tabk m |

+ z̄2j

The traffic value at an OXC/ROADM at Vj is:

j0
nj
n
z̄0j =
Anabk
m .Rabk m . |Tabk m |
∀T anb k m





∀T anb k m

∀N F i ∈S C n :i> 2

+

n ij
n
Nabk
m . |Tabk m |

+ z̄2j + z̄1j

The total CapEx across the network is then given by:
⎛

⎝c2j .z̄2j + c1j .z̄1j + c0j .z̄0j
C=
∀V j

+


∀N F i ∈S C n ,i> 2

⎛
⎝cij

 

n ij
n
Nabk
m . |Tabk m |



⎞⎞
⎠⎠

∀T anb k m

The OpEx costs are computed by simply introducing a yearwise fixed fraction constant that maps the OpEx to the CapEx.
Such an assumption is well-prevalent in network costs computations [8].
The OpEx cost is calculated using the methodology presented
in [41]. We have further generalized the OpEx heads in [41] to
5-variable heads: Equipment support; Service support; Sales
and marketing support; License cost and amortized fixed costs.
Equipment, service and amortized fixed costs are directly proportional to the network load. Sales and marketing costs are
proportional to the residual market capitalization. License is assumed to be a fixed annual fee. Amortized costs are computed
based on the number of services provisioned, implying that they
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should ideally be proportional to traffic. We introduce two varin
n
ables 0 < ψabk
m < 1 and m(t), where ψabk m defines the OpEx
to CapEx ratio with every traffic request and m(t) defines the
market size at time t. We also define τ as a scaling factor that
translates the residual market share to OpEx for marketing and
sales.
The OpEx is then defined as:
⎧
⎛
⎨ 

n
n
n
n
⎝
(ψabk
(θabk
℘=
m . |Tabk m |)
m .rabk m )
⎩ n
n
∀T a b k m

−



Ta b k m

⎛

⎝c2j .z̄2j + c1j .z̄1j + c0j .z̄0j

∀V j

⎛



+

⎝cij

∀N F i ∈S C n ,i> 2



+ τ m(t) −

 

n ij
Nabk
m

⎞⎞⎞

n
⎠⎠⎠
. |Tabk
m|

∀T anb k m



n
Tabk
m

⎫
⎬
⎭

In the above equation there are two terms. The first term
gives us the OpEx as a result of direct costs, i.e. as a function of
n
traffic scaled by the factor ψabk
m , i.e. the OpEx to CapEx ratio.
The second term gives us the indirect costs defined by τ which
translates market share to OpEx for marking and sales heads.
Revenue is computed as follows: R =
Revenuen model:
n
T anb k m (θabk m .rabk m ) .
The objective function is then about maximizing the difference between the revenue and CapEx and OpEx costs:
⎧ ⎛
⎡
⎨

n
n
⎝c2j .z̄2j + c1j .z̄1j + c0j .z̄0j
(θabk
max⎣
m .rabk m ) −
⎩
n
Ta b k m



+

∀V j

⎛
⎝cij

∀N F i ∈S C n ,i> 2

+

−

⎧
⎨ 
⎩

 
∀T anb k m

⎞⎞⎫
 ⎬
n ij
n
⎠⎠
Nabk
m . |Tabk m |
⎭

⎛

∀T anb k m



⎝c2j .z̄2j + c1j .z̄1j + c0j .z̄0j
⎛



⎝cij

∀N F i ∈S C n ,i> 2



n
n
(θabk
m .rabk m )

T anb k m

⎛

∀V j

+



n
n
⎝
(ψabk
m . |Tabk m |)

+ τ m(t) −







n ij
Nabk
m

⎞⎞⎞

n
⎠⎠⎠
. |Tabk
m|

∀T anb k m

⎫⎤
⎬
n
⎦,
Tabk
m
⎭

or, max [R − (C + ℘)]
The result of the above LP is that given a network it tells us
whether it makes sense to adopt NFV or to stay put with the

current infrastructure. The above LP is linear if we process the
path computation matrix (routes) ahead in time. For our particular network, the largest primary input matrix can be broken
down to a 5-dimensional matrix of size 5000 × 5000 × 4 × 10
× 15.
C. Optimization Constraints
The various constraints in our optimization model are formulated as follows.
Provisioning constraints: All provisioned service chains must
be using either a ROADM, switch, IP router or some VNF for
n
each of its constituent network functions. Hence, ∀θabk
m = 1,


 
nj
nj
nj
n ij
Rabk
m + Sabk m + Iabk m + Nabk m = |SCn |
N F i ∈S C n V j ∈V

This constraint takes care of the fact that every provisioned traffic is mapped on to some network element. If
n
k
Tabk
m is provisioned and ∀N Fi ∈ SCn , i ≤ 2, then P Mab
is generally (so as to include constraint-based routing) the
n
shortest path in G. Otherwise, if Tabk
m is provisioned
k
: ∀N Fi ∈
and ∀N Fi ∈ SCn , i > 2, then we choose P Mab
k
SCn , ∃j : N Fi ∈ N F (P Mab (j)). This ensures that the chosen path traverses those nodes that have a VNF residing in SCn
and that too in the same order as in SCn . The latter is ensured
as follows:
ctr = 1; flag = false
for i = 1: |SCn |
k
|
for j = ctr: |P Mab
k
if SCn (i) ∈ N F (P Mab (j))
ctr = j; flag = true;
if (flag)
k
SCi cannot be provisioned on P Mab
Capacity constraints: The total capacity of a network function
used at a node cannot exceed the maximum capacity threshold
that an equipment can support. For example, a layer-2 switch
may not be able to produce a non-blocking cross-connect of
size greater than 9 Tbps [43]. Similarly, a ROADM may have
at most 8-degrees and each degree (fiber may support at max
188 channels.
We define α0j as the number of instances of a particular equipment at a layer (denoted by the subscript) at node Vj .
This constraint is captured per-layer as follows.
n
If Tabk
m is provisioned at node Vj at the optical layer:


nj
j 
n
Rabk
∀Vj :
m . |Tabk m | ≤ α0 . W F̄j × W F̄j
∀T anb k m

The LHS of the above equation denotes the total traffic at a
ROADM site, while the RHS denotes the total capacity of all
the ROADMs used at node Vj .
n
If Tabk
m is provisioned at node Vj at the data layer:


 nj
j
j
n
j
∀Vj :
Sabk m . |Tabk
m | ≤ α1 . rd .Fj × re .op
∀T anb k m

The LHS of the above equation denotes the total traffic at a
layer-2 site, while the RHS denotes the total capacity of all the
layer-2 switches used at node Vj .
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n
If Tabk
m is provisioned at node Vj at the IP/MPLS layer:


 nj
j
j
n
j
∀Vj :
Iabk m . |Tabk
m | ≤ α2 . rd .Fj × re .op
∀T anb k m

The LHS of the above equation denotes the total traffic at an
IP routing site, while the RHS denotes the total capacity of all
the IP routers used at node Vj .
n
If Tabk
m is provisioned at node Vj via VNFs:

n ij
n
Nabk
∀Vj , ∀N Fi ∈ SCn :
m . |Tabk m | ≤ Cj n
∀T anb k m

n
n
∀Tabk
m : θabk m = 1,

j
Ωnabk
m.



δij

≤ Δnabk m

N F i ∈S C n

V j ∈P M ak b

The LHS of the above equation computes the cumulative
k
(chosen when
delay across all the nodes along path P Mab
nj
Ωabk m = 1). This cumulative delay must be less than or equal
to the threshold for that service, Δnabk m .
nj
nj
Wavelength continuity constraint: If Rabk
m = 1, Sabk m =
nj
q
0, Iabk m = 0 there must exist a wavelength λm : λP Mab
=
q
λm P Mab

q
λP Mab

w and
= 1, where
denotes the event that a
wavelength w is available between Va and Vb and allocated
q
n
connection Tabk
m and λP Mab denotes wavelength assignment
for the specific path.
D. Incorporating Robustness in the Optimization Model
We now introduce robustness in the proposed model. In
particular, we assume that for every X demands at an mDC,
(Y : Y < X) are at peak value, and X − Y are at most at their
average value. In such a case, how would the network behave?
Note that we do not know which X − Y demands are at their
peak value.
The capacity constraint is modified as follows: Let every
n ,av g
n , peak
n
traffic request Tabk
m now be denoted by Tabk m and Tabk m .
This implies that the IP router at a node would be of size:




 n ,peak 
nj
Iabk
m . Tabk m 
∀T anb k m ∈μ j (1,...,Y )

+



Hence, the traffic value at an IP/MPLS router at node Vj is:
⎧
⎪
⎨


 n ,peak 
j
j2
nj


z2 =
Anabk
.
Iabk
m ⎪
m . Tabk m
⎩∀T n ∈m ax (μ j )
∀T anb k m
abkm




nj
n ,av g
Iabk
.
|T
|
m
abk m

∀T anb k m ∈μ j (Y +1,...,X )
n
where, μj is the ordered set of all Tabk
m assigned to node Vj in
descending order.
The above equation is applied for computation of all elements

(IP/MPLS, Ethernet switches, ROADMs, etc.) and
with robustness factored in is obtained.

=j
∀l, z l

size

K

⎫
⎪
 n ,av g ⎬
nj


Iabk m . Tabk m
⎪
⎭
∈μ j −m ax (μ j )


+
∀T anb k m

K



+

The LHS of the above equation denotes the total traffic at all
the VNFs, while the RHS denotes the total capacity of all the
VNFs used at node Vj .
Delay constraint: For every provisioned traffic, we ensure
that the delay across the entire service chain is bounded by a
delay threshold.
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⎛



∀T anb k m ∀N F i ∈S C n ,i> 2

 n ,peak 
T

abk m

∀T anb k m ∈m ax (μ j )
K

⎞
 n ,av g ⎟
T
⎠



+



⎜
n ij
Nabk
m .⎝

abk m

∀T anb k m ∈μ j −m ax (μ j )
K

j

where,z 2 represents the size of IP/MPLS router at node Vj
j
after including robustness in the traffic demands. Other z l ’s are
obtained in a similar manner.
If the total instances of a particular network function N Fn at
n
a bDC are to be restricted to PbD
C (j ) , then, we have the bDC
n ij
constraint: ∀Vj ∈ VbD C , n ∈ N F, ∀ Nabk
m = 1,

m
n
n
Ω̄abk
. |Tabk
nj
m | ≤ PbD C (j ) or:
∀T anb k m
|N F |
j

j

j

z0 + z1 + z2 +



j

n
z i ≤ PbD
C (j )

i=3

The above implies that the total amount of traffic assigned to
n
a bDC is bounded to PbD
C (j ) .

n ij
Similarly, for all mDC, ∀Vj ∈ Vm D C , n ∈ N F, ∀ Nabk
m
= 1,

m
n
n
Ω̄abk
. |Tabk
nj
m | ≤ Pm D C (j ) or :
∀T anb k m
|N F |
j
z0

+

j
z1

+

j
z2

+



j

z i ≤ Pmn D C (j )

i=3

Comparison with a non-NFV approach: The non-NFV solution assumes no virtualization, i.e. no mDCs in COs, and no
VNFs in bDCs. The bDCs allow for storage of data and access to information, but no networking functions (no virtualized
networking functions i.e. no VNFs) are located. The goal of
the non-NFV approach remains the same, i.e. to minimize the
total cost of the network. Each NF is assumed as a separate
device, whose cost is discussed in Section VI. The optimization
equations do not change much, with only relaxation of a few
constraints for mDC and bDC size and use of PNFs.
IV. THE MODEL SPECIFICATIONS
In this section, we discuss our model’s specifications that are
used to drive the optimization exercise described in Section III.
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TABLE IV
SPECIFICATIONS OF THE CORE AND METROPOLITAN NETWORK

TABLE V
VNF SPECIFICATIONS

We only detail those parameters that are of use in the optimization exercise and impact service provisioning.
The core network consists of IP/MPLS core routers (BRs),
supported via CDC-ROADMs and bDCs. Table IV shows the
specifications of the core network. The last two columns of the
table indicate whether a particular equipment can exist as a SDN
whitebox and whether it can exist as a VNF.
The metro network consists of metro ROADMs, connected
to PE and P routers and client-side interfaces with the COs.
Table IV also showcases the specifications of the metro network
equipment.
CO architecture: Each CO consists of the following equipment from West-to-East (i.e. from provider-facing to customerfacing): an edge router (supporting a firewall), an mDC (with
racks of servers), a Broadband Network Gateway (BNG) (with
up to 96 Gbps switching capacity and can manage 10K services),
and a virtualized OLT for GPON (with 128 ONU support). The
OLT has 10 Gbps downstream and up to 2.5 Gbps upstream
bandwidth. An aggregation/edge router is also part of the CO,
and forms the gateway link between the CO and the core network. The aggregation router is modeled on the Cisco ASR1002
platform or the Juniper MX80 platform.
Services: We classify services into three categories: (a) residential services, (b) enterprise services, and, (c) backhaul services. The base assumption is that there is an upfront minimum
of 20% savings in the installation of VNF+servers+switches,
as compared to specialized equipment. Though this assumption
is conservative, it is a good way to test if a provider stands to
gain with NFV, especially if the service profiles vary over time
(due to drop in revenue for the same service over a period of
time). Based on these services, we define the following VNFs.

VNFs 3–8: These are defined as residential services. These
include: residential broadband, video-on-demand, pay TV, gaming, surveillance/monitoring, and multi-user broadband (quadplay, which includes VoIP).
VNFs 9–15: These are defined as enterprise services. These
include: small and medium enterprises connectivity (equivalent
of Ethernet-based E-LINE), dedicated leased lines (packetized
version of T1s), firewalls, IDS, IPS, DC, remote backup, video
aggregation, cloud services, accelerated cloud services, virtualization services for processing and voice services.
VNFs 16–21: These are defined as backhaul services. These
include: DC services, 3G backhaul trunk lines, 4G backhaul
trunk lines, 4G data-plane functions, LTE-based data-plane
functions. We neglect the radio network as such for now, focusing primarily on the technologies from the edge to the core.
This allows us to extend our model to those providers that do not
have a radio network while covering most of traditional service
portfolios.
The VNF specifications are in Table V. The VNF software
license prices are indicative numbers and are derived as half the
price of actual hardware products amortized over 5-years. In our
simulations study we actually change these numbers (VNF: PNF
price ratio) that allows us to incorporate a sensitivity analysis.
As far as the bDC is concerned, we assume servers with
dual 10 Gbps ports at USD800, 48-port 10 Gbps IO switches
for USD1200 and data-accelerators (SDN whiteboxes) with 48
ports at 10 Gbps for USD1500, additional USD5K for 100 Gbps
ports sans the optics). The accelerator architecture is described
next.
Data-plane Accelerators for NFV performance compensation: In order to improve the performance of bDCs, we make
use of the following two techniques that facilitate faster access
of NFs in servers. The first technique uses a combination of
Data-Plane Development Kit (DPDK) [20] along with Docker
containers [21] that houses VNFs. The delay assumed for access
to a container as a combination of the DPDK with Docker is of
the order of 200 μs typical, with a maximum delay of 1200 μs.
The second technique uses SDN whiteboxes to replace routing and switching functionality within bDCs (as well as serve
as aggregators in mDCs). In this case, the whitebox is assumed
to have 48 × 10 Gbps and 2 × 100 Gbps ports and an example
of such a whitebox is [19], [22]. In the case of SDN whiteboxes, we assume average 20 μs port-to-port latency that has
a maximum of 150 μs latency for full load. Further, a fixed
500 μs delay is assumed for service initiation (populating the
flow tables). For such a network, a hierarchy of controllers is
assumed, with no controller more than 100 km away from the
whitebox. Each controller is assumed to support southbound
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interface that facilitates OpenFlow 1.5 compliance. Using the
above techniques, aggregation, edge, P-router can be made to
function at better specifications than conventional platforms although limited functionality.
V. SIMULATION AND RESULTS
In this section, we describe the numerical results obtained
from a Python-based simulation to measure network performance. The simulation model further calls a MATLAB-based
optimization model, developed as per Section III, using the architecture in Section II and the network specifics described in
Section IV. The optimization model runs on average in 1590
sec-per-iteration, using a Core 2 duo i7 processor 3.0 GHz with
16 GB RAM.
The simulation model uses a discrete event methodology
whereby, a core network (75-node sparse mesh) [23] and a
distribution network (random 5000-node mesh subtending from
the core network) are modeled. The input to the system is a set of
traffic requests and traffic types, modeled as per the specification
in Section IV, along with the card types, card performances (in
terms of throughput and latency as per Table IV). The model first
invokes the optimization module that computes inventory with
and without NFV. Traffic is then mapped on to the network and
network parameters are measured based on equipment profile,
load, QoS, etc. In the case without robustness, we simply vary
the source and the destination randomly, ensuring that the total
traffic conforms to the set load under measurement across the
network. Multiple iterations are performed at the same traffic
value (but with different traffic cases, i.e. source-destination pair
variations). The experiment is repeated in steps of 10% increase
of traffic (load).
Next, we consider robustness. In this case, an additional input
to the system is the amount of robustness to be considered. For
example, if we consider 30% robustness, then for a particular
load, we randomly select and allow 30% of the connections to
swell to their peak bandwidth requirement, while the remaining
70% requests continue to be at their average value. Unless otherwise stated, we assume a default value of 30% robustness. For
incorporating robustness we assume traffic connections at their
peak swell to 3x of their average value. The robustness exercise
is repeated for 10 iterations from 10% to 100% load.
In terms of routing, we generally have deployed Constrained
Shortest Path First (CSPF)-type routing with weights inversely
proportional to the QoS values. For higher-level services, such
as enterprise services or backhaul services, we assume 1 + 1
protection, while for trunk links on the residential segment, we
assume 1:1 protection and reserve bandwidth accordingly.
Load is a variable quantity in our experiments, measured
as follows: 100% load implies the maximum number of traffic connections at an average value that can be handled in the
core network. This definition allows us to factor robustness
due to generic overprovisioning and statistical multiplexing –
both of which are key towards a non-blocking core. Financially, the definition makes sense, as changes in core nodes
are less frequent than those in access nodes, implying that
we design to achieve a certain core capacity. This is much

Fig. 2.

CapEx savings at the mDC, bDC and robustness.

Fig. 3.

Service delay penalty due to NFV.

in line with all major providers’ philosophy of the network
design [24].
Fig. 2 plots CapEx savings obtained by inculcating NFV as a
function of load across the entire network. This plot shows the
impact of NFV at different areas of the network – the mDC, the
bDC and with robustness at both the mDC and bDC. The maximum saving (to the tune of 30–40%) is obtained in the mDC
(CO) and varies somewhat linearly with load. Fig. 2 considers
robustness (of 60% traffic), i.e. we allow 60% of the connections to arbitrarily change between their average and peak values. OpEx computation is considered later in Fig. 9. The error
probability in Fig. 2 is about 5% variable with load (i.e. 3% at
low loads to just less than 8% for high loads). The key takeaway
from Fig. 2 is that mDC results in maximum savings. Though
this builds a strong case for NFV, it must be noted that the case is
not compelling in the absence of NFV in the core. This is a major architectural change required in future networks – providers
must plan for bDCs ahead in time to be able to fully inculcate
the advantages of NFV. Specifically, virtualizing the CO into
the mDC, must be augmented with some NFs (especially for
country-wide enterprise traffic) relegated to the bDCs.
Fig. 3 shows the service delay penalty obtained with and
without NFV. It showcases performance penalty obtained due
to NFV and also due to robustness. For computing service delay, we ignore propagation delay, and bound the service delay
to 40 ms (in order to provide 50 ms protection). The bottommost curve is obtained when we have only PNFs in the network. The next set of three curves above are obtained when
we include NFV as a result of the optimization model, i.e. we
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Fig. 5.
Fig. 4.

Trade-off in latency-cost comparison with VNFs in bDC and no bDC.

Variation in number of supported services with network load.

replace a PNF by a VNF only if it is overall less expensive
to do so while keeping the latency bounded. The first curve in
this set of three curves is obtained when the optimization forces
at least 30% of all network functions to be VNFs, while the
next curve requires that at least 60% of all functions exist as
VNFs. The final curve includes robustness in addition to the
60% NFV requirement. As can be seen, with 60% NFV and robustness, the delay profile is quite off-track as compared to the
other delay profiles. From the result, we can draw the following
conclusions:
1) NFV does not fare well with uncertainty, unless it is made
available in situ, for which software licensing and scalability needs to be considered in advance (both of which
are beyond the scope of this work);
2) Without uncertainty in traffic (no robustness), the delay
profile is only slightly impacted. In fact, at lower/medium
loads, the delay is almost the same as that experienced
without NFV. Note that these results assume a data-plane
accelerator;
3) What we have not shown is the delay profile as a function
of the number of VNFs involved. With higher number of
VNFs for a service (typically 3–7 VNFs), the delay profile
in case of enterprise and backhaul traffic is just about 15%
worse than that when we do not use NFV.
4) Another key takeaway in this experiment is the fact that
replicating the same VNF in mDC as the bDC improves
latency between 12–16%. This implies that software licensing must be carefully negotiated for deployment.
Fig. 4 plots the number of services that can be supported
as a function of load with and without NFV for the same cost
profile (CapEx+OpEx). This figure showcases the impact of
what NFV can do with service chaining, which is relatively
difficult with a pure PNF network for the same cost. This plot
shows some unexpected results. At low loads, the number of
supporting services is similar for networks with and without
NFV. However, at higher loads, the number of services increase
sizably due to the efficient use of VNFs. In fact, we see that
the product of the number of VNFs and the number of services
provisioned increases exponentially at medium-to-heavy loads.
This result is important from the perspective of computing the
impact of service chains. With NFV we can have better service
chains as compared to no NFV (i.e. at lower cost). The product
of services and the network functions supported gives us an

idea of how flexible the network becomes with NFV in terms
of incorporating new services and service chains. The result is
stable as was derived for multiple configurations and an average
was obtained across 10-runs. The network function ∗services
supported bound gives us an idea of how many and what type
of new services can be provisioned.
Fig. 5 plots the trade-off between the latency and cost with
and without bDC for a traffic profile exhibiting 60% uncertainty.
This graph is important as it gives an absolute trade-off of latency
and cost – the two key factors that will impact NFV adoption
in provider networks. Note that without bDC and VNFs in the
core, the delay is sizable, especially for enterprise services,
though there is on average an additional 17.53% cost savings in
CapEx. The delay betterment without bDC is on average 41%.
This trade-off makes the network design harder. The takeaway
from this trade-off is that when we provision VNFs at both core
(bDC) and edge (mDC) nodes, the delay is kept under check.
In contrast, when we enable VNFs only at the edge, the delay
profile rises because some traffic has to be routed to intermediate
edge routers for processing due to unavailability of specific
VNFs at the ingress/egress COs. This is hardly a desirable way
to provision services and hence the only other acceptable way is
to over-provision and create larger than required DCs at the COs.
This is indeed an unavoidable pitfall of the NFV inculcation
process.
Fig. 6 plots cost comparison of the percentage reduction
in cost at the various network equipment across the layers
(ROADM, L2 Switches and Carrier Ethernet (CE) switches,
MPLS LSRs, OLTs, and edge routers or BNGs) with and without uncertainty. Fig. 6 gives us an exact idea of the impact of
NFV adoption at the various technology layers.
ROADMs have minimal impact due to difficulty in NFV inculcation, while BNGs and OLTs have almost 20–60% reduction
in cost after virtualization. Justification: (a) the volume of OLTs
and BNGs accentuate the cost reduction, and, (b) the ROADM
technologies require specific data-plane components such as
wavelength selective switches, etc. that make virtualization difficult (rather impossible) at the optical layer. (c) MPLS LSRs
have a fairly good response to virtualization, though the virtualization of MPLS is mostly towards the edge of the network.
L2 CE switches can be virtualized and their impact is mid-way
between that of ROADMs and that of BNGs. Overall, the impact
of considering robustness is not substantial.
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Fig. 8.

Hop count penalty vs. load for varying service chain lengths.

Fig. 9.

Network-wide savings for different OpEx to CapEx ratios.

Fig. 6. Cost comparison at various layers, no robustness (top) and with 45%
robustness (bottom).

Fig. 7.

Delay for individual services.

Fig. 7 plots the delay profile for individual services for 30%
uncertainty in traffic. This figure articulates the service-level
latency impact of inculcating NFV. Residential traffic is seen
much like a best-effort service and the delay increases quite
rapidly. Enterprise and backhaul services have limited delay
and much more bounded due to the carrier-class nature of the
traffic. We note that this plot shows that even for carrier-class i.e.
deterministic services, NFV performs well, even at high loads.
Fig. 8 plots the hop-count penalty (due to NFV the length of
service chain in terms of hop-count is now considered) averaged
over all connections as a function of load with 30% uncertainty
in traffic. In some ways, this figure tells us about (a) the impact
of service chains on routing, and, (b) the impact of NFV on
overall scalability. Worse the routing metric – i.e. higher the hopcount penalty, worse the scalability. This plot displays peculiar
behavior. For up to 4–5 VNFs as part of a service chain, the
hop-count penalty is minimal and deterministic. However, as the
number of VNFs in a service chain increases (4–7), the penalty

increases rapidly to a point and then actually drops. This can be
explained as follows: As the load increases, likelihood of a VNF
located along a shortest path of a service increases. Hence, at
higher loads, the penalty begins to decrease. However, for higher
number of VNFs (≥ 7), the penalty does not drop much after the
initial rise but settles to a stable value. This result favors NFV
in large provider networks.
Shown in Fig. 9 is a plot of percentage savings for different
OpEx to CapEx ratios. Here the ratio of OpEx to CapEx is
factored into the two variables ψ and τ , such that the total OpEx
to CapEx ratio is maintained as per the requisite ratio under
investigation. We consider three OpEx to CapEx ratios, 1:3, 1:4
and 1:5. When the OpEx:CapEx is the least, i.e. there is low
stress on the recurring costs and hence we have the maximum
benefit of deploying NFV – this is shown in the 1:5 OpEx:CapEx
plot. The benefit obtained by deploying NFV increases with load
– 43% at low load, to about 60% at full load. Note that the NFV
benefit grows linearly with load from load value of 0.1 through
to a load of 0.5. Subsequent to this, the NFV benefit remains
flat – essentially we are forced to deploy many VNFs across
the network to cater to a heavily loaded system and when we
do such a deployment, to keep the cost-performance ratio, we
end up with a flat benefit of about 56%. For this case, we do
not plot robustness, though the result has a roughly 8–17.5%
penalty when robustness is included. Note that with robustness,
at higher loads, the benefit in NFV actually begins to decrease.
For the case when the OpEx:CapEx ratio is of the order of
1:4, the benefit of deploying NFV is from 40% to 55% (from
low to fully loaded network). In this case as like the previous
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NFV improvement for different VNF pricing.

one, the benefit increases with load up to a value of 0.5 and then
begins to stabilize to about 53–55% benefit with further increase
in load. In this case, if we were to include robustness, then the
benefit of NFV is further reduced by 6.5–15.1%. In this case as
well, robustness has a more adversarial role at higher loads than
at lower loads. The last curve in Fig. 9 is for OpEx:CapEx ratio
of 1:3 the benefit obtained with NFV is from 32–47%. In this
case, the benefit flattens out beyond a load of 0.4. However, the
adversarial impact of introducing robustness is the least in this
case and is between 4.25–8.8%.
The above discussion shows the importance of OpEx planning. Incurring higher percentage of OpEx leads to lower benefit
but also helps in terms of catering to uncertainty.
Shown in Fig. 10 is a plot of NFV cost improvement for VNF
pricing as compared to PNF pricing, in other words the sensitivity analysis of VNF pricing with reference to PNF pricing.
This plot tells us at what VNF price-points does it make sense to
inculcate NFV. Though the plot is derived using fairly simplistic
means, it does showcase the impact of VNF pricing. We assume
three scenarios – desired VNF pricing, whereby the VNF is
half the price of a corresponding PNF; moderate VNF pricing
where the VNF cost is 0.7 of the PNF cost; and vendor-induced
pricing, whereby the VNF cost is 0.8 of the corresponding PNF
cost. In this cost analysis, a factor that we have considered is
the VNF size. The VNF size in terms of the amount of traffic is the same as the corresponding PNF size with an adverse
latency impact of 50% of the PNF latency requirement. The
50% latency add-on is considered after computing the worst
case latency across all the PNFs and taking into consideration
contemporary performance of processors along with complexity of network functions when translated from clock-cycles in
hardware to processes in software [42]. For example, we consider a router of 60 Gbps capacity requires 450 clock cycles
for non-blocking port-to-port communication, while the similar
VNF requires the equivalent of 600 time-cycles, or 25 process
instructions.
As can be seen in the figure, the benefit of NFV is maximum
when the VNF cost is 0.5 of the PNF cost (which is as expected)
and least when the VNF cost is 0.8 of the PNF cost. There are
two key takeaways from this result. (1) Better the VNF pricing as compared to the PNF, the resultant savings obtained are
more significant – though it is pertinent to note that this does

Fig. 11.

NFV benefit on specific network topologies.

tend to saturate. (2) The savings obtained as a function of load
stabilizes in case of heavy loaded networks. This implies that
beyond a point as load increases the benefit obtained through
NFV tends to plateau. On further analysis, it appears that this
flattening is due to excessive VNF replication to mitigate latency and performance degradation thus reducing some of the
cost benefit. This aspect is critical from a network architecture
perspective. Having more VNFs and supporting replication does
allow good QoS, however it comes at a high cost. Providers
must be able to negotiate better rates in terms of VNF pricing. One interesting strategy could be such that when we have
replicated VNFs, then these VNFs are priced in exponentially
decreasing order in terms of the number of VNFs replicated.
In such a case the performance is comparable to a PNF-only
network, while cost-wise the network is relatively at a lower
price-point.
Shown in Fig. 11 is the NFV benefit obtained across different
regions of the network. To generate this plot, we developed the
following four use cases. To generate this plot we tampered with
the node adjacency matrix and deleted select nodes in order to
generate the specific use cases.
Use case 1: entire network, we call this Core+Metro+Access.
In this case, we assumed the same topology as described in
Section II.
Use case 2: Core+Metro. In this case, we assumed only
enterprise customers and assumed that there is no last mile fiber
network using PON, i.e. the last mile is directly connected from
the BNG to the enterprise customer. This use case is typical of
a tier-1 ISP.
Use case 3: Metro+access. In this case, we assume that there
is no core (longhaul) network, and that there is a single metro
area which is further connected to multiple access networks.
Each access network connects to enterprise as well as residential
customers. This use case is typical of a large MSO (multi-service
operator) network.
Use case 4: Access network. In this case, we assume a large
access network only. This use case is typical of a small MSO
network.
In Fig. 11 we have the NFV benefits as observed in each of
the use cases as a function of network load. The maximum benefit obtained is for use case 4 – i.e. the access network, while
the minimum benefit is for the large country-wide network.
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Fig. 12.

Comparison with data plane accelerators.

Surprisingly, the tier-1 ISP (use-case 2) performance is similar to the country-wide network (use-case 1) given significant
network-wide overlap between the two-topologies. Similarly,
use case 3 and 4 also show similar results. These observations
when levelled off with the stability of the results (multiple iterations at the same load value), imply that lack of access equipment
is no reason for better NFV performance, but presence of core
equipment (especially all-optical) in particular is a certain issue when it comes to obtaining betterment through NFV. The
cost savings obtained with only access is almost 2x that obtained
when we have only core equipment (as only certain line cards of
P routers can be virtualized, with all other equipment continuing
to be present in the PNF form).
Fig. 12 contrasts data-plane accelerators and the improvements compared to traditional (functional hardware) equipment.
Performance is measured as the variability in delay averaged
over service provisioning and for experienced latency. As can be
seen, when we use whiteboxes, with a dedicated SDN controlplane and data-plane (inclusive of flow-table population), the
performance improvement is about 20–30% with the specifications of the whiteboxes outlined in Section V. With the use
of Docker and DPDK-type software solution, the end-to-end
improvement is about 10% for service provisioning.
Finally, when we compare the performance of whiteboxes
with functional equipment, there is a performance drop (as expected). However, this drop exhibits cyclic behavior: at lowmedium loads (load <30%), the performance worsens; subsequently as the load increases to 70%, the performance actually
linearly betters. Again, after a load of 70%, the performance
degrades. The reason for this behavior could be because of time
lost in flow-table population. At low loads, the efficiency is low,
and hence performance degrades (seldom access), at medium
loads, the statistical multiplexing of flows evens out the time
lost in access of flow tables, while for high loads, the efficiency
of the system again begins to deteriorate eventually stabilizing
to a plateau.
Discussion: Based on the above results, we draw the following inferences: While it makes sense to include NFV from
a CapEx/OpEx savings perspective, there is a direct trade-off
with service quality – increased delay. This is intuitive and
does not give us much insight, so we examine this trade-off
from the perspective of adding traffic uncertainty, new services
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support, technology impact, NFV placement in the network and
the impact of SDN.
With NFV, we are able to absorb some degree of uncertainty
in traffic. However, large traffic variations are not provisioned
well with static NFV deployment. As far as number of services
is concerned, the NFV platforms lead to much more service
provisioning than those without NFV – this is a key advantage
of the system. In terms of technology, the maximum impact,
is as expected at the edge of the network. Virtualizing edge
appliances and higher layer functions is indeed the right way to
go and is in sync with much of the discussions in standardization
bodies [5]. Further, virtualizing higher-layer network functions
results in significant cost savings. However, for carrier-class
provisioning, it is required that some VNFs reside at bDCs in
addition to the expected deployment at mDCs to compensate
for delay and hop-count degradation.
From a network architecture perspective, it makes more sense
not to replace aggregation devices with NFV as these devices
such as P routers, CE switches tend to perform better than their
SDN/NFV counterparts as of today. It must be noted however
that in the future, better SDN compliant boxes such as with
a faster data-plane along with higher degree of fault tolerance
could change the scenario. SDN switches and acceleration methods do improve performance of NFV, but quantifying them with
reasonable stability is network-specific and difficult to be generalized. Adopting NFV is certainly a good idea for providers
from both CapEx/OpEx reduction as well as new service delivery perspectives, but it has its teething challenges that are
network-centric and service-centric.
VI. RELATED WORK
The CORD initiative [4] is the primary inspiration for our
work. It sheds light on how to architect a network towards
imbibing NFV, but does not showcase any specifics or use cases.
Our work is more generic and can be applied to any provider.
Our model is more revenue-centric as it considers actual network
parameters and derives a conclusion as to when as well as how
can we make the transition towards NFV.
There has been NFV optimization work such as [25] on LTE
backhaul, relegated to the optimal placement of VNFs. However,
such work does not consider the network in its entirety especially
modeling a provider.
Basta et al. [26], considered the functions placement problem
to LTE backhaul by examining a generic network. Valencia, Izzo
and Polonsky qualify the impact of NFV on different OpEx
headings for a provider [27]. This work allows us to further
quantify OpEx savings of the key headings.
The robustness extensions to our work are the result of the
concept of elastic NFs [28]. Robust optimization techniques
applied to mobile backhaul are also considered in [29] and
the approach is similar to ours, except that there are no NFV
considerations in that work.
In Clayman et al. [30] is a discussion on dynamic placements
of VNFs. The qualitative discussion focuses on creation and
destruction of VNFs based on traffic volumes. The paper argues
a need to introduce a high-level system orchestration, such an
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orchestration manager, creation and deletion of virtual nodes
as well as facilitates configuration, monitoring, etc. The paper
has a primary qualitative treatment and lacks on showcasing
practical networking which we bring out in this article.
Mijumbi et al. [31] provided a survey on NFV and outline
the relationship between VNF creation, placement and traffic/power. Yu et al. [32] discussed the impact of NFV in a
multi-tenant cloud. The specific impact on middleboxes is mentioned. This work gives us insights into similar impacts in other
areas of the network. Zhang et al. [33] proposed a routing algorithm for NFV in a multicast domain. The optimal routing case
provides us insight into how the conjoint problem of routing,
aggregation, switching, wavelength assignment and transport
can be modeled. Xia et al. [34] provided insights to optical service chaining in a data-center and the use of ROADM which we
further exploit in this work.
Mangili et al. [35] proposed a two-stage stochastic planning
model for CDN operators to compute optimal, long-term network planning decisions specifically from a NFV context. The
optimization model proposed, does not take into consideration
transport technologies but does consider the backbone datacenter and hence provides valuable insights into the interaction
of contents with the network.
Vilalta et al. [36] discussed transport NFV. By providing an
example of VNF using path computation element (PCE) architecture the inferences drawn for NFV in optical networks are
similar to our work albeit in a different context. John et al. [37]
showcased research directions in network service chaining. Of
specific interest is the provisioning of service chains all the
way to the end-user. Much of our mDC related optimization
is conceptually based on this approach. Rierra et al. [38] discussed modelling the NFV forwarding graph for network service
chains. The computation time is aptly studied. We extend this
work by generalizing to service and across a realistic network.
We have also considered the impact of various data plane techniques such as DPDK [20], OPNV [7] and the Intel FM6000
switching chip [39]. The DPDK approach enables us to consider
latency paradigms in servers that facilitate VNFs. We augment
that with Docker [21], as a container for VNFs. The Brahmaputra/Colorado implementation of OPNV guides us towards VNF
characterization, especially from throughput/latency perspective. Finally, we classify forwarding planes into FPGA-based,
ASIC-based, and network processor-based. To that end, the
FM6000-based design is a key benchmarking tool for some our
simulations. The FPGA-based designs are inspired from RMT
[40] and merchant silicon (ASIC) designs are from commercial
vendors such as Cisco/Juniper etc.
VII. CONCLUSION
In this paper, we showcased the impact of NFV on service
provider networks. Specifically, we have modeled a service
provider network in its entirety and evaluated whether it makes
sense to inculcate NFV. To this end, a rigorous optimization
program was built, that evaluates the cost of inculcating NFV,
and computes the decisions of where to place VNFs. We discuss
detailed specifics of the architecture in terms of technology as

well as costing and include these in our optimization model.
Robustness is brought in as a way to subject the constrained
optimization model to uncertainty in traffic demands. We infer
the conditions under which it makes sense to inculcate NFV, and
what technologies from contemporary networks need to be virtualized. The cost model measures network impairments such as
latency and loss of throughput (measured in excess hop-counts)
as a result of imbibing NFVs. The model also summarizes where
VNFs are best suited and how these should be architected in the
present scheme of service provider networks.
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