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Abstract—With Internet traffic doubling almost every
other year, data-center (DC) scalability is destined to play
a critical role in enabling future communications. While
many DC architectures are proposed to tackle this issue
by leveraging optics in DCs, most fail to scale efficiently.
We demonstrate flexible interconnection of scalable
systems integrated using optical networks (FISSION),
which is a scalable, fault-tolerant DC architecture based
on a switchless optical-bus backplane and carrier-class
switches. The FISSION DC can scale to a large number of
servers (even up to 1 million servers) using off-the-shelf optics and commodity electronics. Its backplane comprises
multiple, concentric bus-based fiber rings to create a switchless core. Sectors, which constitute top-of-the-rack switches
along with server interconnection pods, are connected to
this switchless backplane in a unique opto-electronic architectural framework to handle contention. The FISSION protocol uses segment-routing paradigms for use within the DC
as well as an SDN-based standardized carrier-class protocol.
In this paper, we highlight, through three use cases, a
FISSION test-bed, and show its feasibility in a realistic setting. These use cases include communication within the
FISSION DC, in situ addition deletion of servers at scale
and equal-cost multipath (ECMP) provisioning.
Index Terms—Data-center architectures; Data-center
protocols; Optical backplanes; Scalability.

I. INTRODUCTION

D

ata-center (DC) architecture is a richly debated topic
especially with a) the growth of cloud services and
b) the prospect of network functions being implemented
in DCs. There have been various approaches toward DC
architecture that have focused on two types of scalability:
1) architectural scalability, to create a large virtualized
cross-connect fabric and 2) protocol scalability, to support
quick convergence, fault tolerance, and virtualization.
A unified architecture is needed that can scale in terms
of a) supporting a number of servers by providing a distributed switching fabric and b) a protocol that enables
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scalability and fault tolerance. Approaches to DC scalability range from modifications of Clos architecture to the use
of optical switching within the DC. The former approach is
used commonly in conjunction with off-the-shelf switches
and variants of this approach include designs such as
PortLand [1], Seattle [2], DCELL [3], and VL2 [4]. However,
electronic switches have size limitations, which make the
aforementioned approaches difficult to scale.
From a protocol standpoint, there has been sizable work
in the use of modified IP and Ethernet to enable scalable
DC architectures. The use of optics opens a new set of
possibilities toward DC scalability with larger bandwidth
support, seamless upgrade of server line-rates, and better
bisection bandwidth. The bottleneck manifested by electronic switching can be mitigated by the use of optics.
There seems to be a consensus on the use of optics as a force
multiplier in the DC. Helios [5], Mordia [6], OSA [7], BCube
[8], WaveCube [9], FISSION [10], c-Through [11], and
Quartz [12] are a few approaches that use optics in the
DC as a switching element.
A comparison of optical and electronic switching tells us
that electronics technology is better developed than optical
technology from a packet-switching perspective. With electronic memories available, one can perform address lookup,
storage during contention resolution, and implementation of
traffic-shaping policies. In contrast, optical technology is slow
in switching and does not support processing in the optical
domain, though its advantage is the large offered bandwidth.
Given that switching and address resolution are a challenge
in the optical domain, the question we ask is whether an
architecture can be built using standard off-the-shelf components for a large DC to support up to a million servers.
In this paper, we demonstrate a DC architecture and
its supporting protocol to facilitate a large DC fabric.
Central to our architecture is the premise of a switchless
optical core—essentially facilitating any-to-any connectivity within the DC core. Seamless addition of multiple fiber
rings and a unique interconnection pattern gives the
FISSION DC unprecedented scalability [13].
To facilitate a switchless core, we make use of optical
bus technology, which creates a virtual switch between sectors as ports. Within each sector, we perform electronic
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switching. The optical buses are arranged and connected in a
way so as to add as many buses as required (through the use
of 90 multiple fiber rings) a) without compromising on
the existing architecture (in situ addition) and b) facilitating
a large number of sectors to be connected in a non-blocking
manner. Each point-to-multipoint optical bus is based on
wavelengths or superchannels [14]. Connections in the
FISSION DC can be provisioned either using single-hop
or multihop paths.
The FISSION protocol is based on two precincts: a) use of
carrier-class attributes that facilitate service support and
fault tolerance and b) assumption of the DC as a softwaredefined networking (SDN) domain. Traffic entering the DC
fabric from the Internet or from local servers is mapped onto
our protocol data units (PDUs) based on policies set by a centralized controller. The protocol proposed anddemonstrated in
this paper is based on segment routing (SR) in MPLS that
facilitates scalability and carrier-class service support. One
of the key advantages of segment routing with SDN-based
table population is the observed low-latency. The FISSION
test-bed uses in-house developed [15] segment routingcapable
routers in conjunction with optics that support the scalable
bus technology. Measurements show how the FISSION architecture can be deployed. In this paper, we highlight four of the
prime advantages of the FISSION architecture:
1. Scalability: FISSION supports a scalable switchless
fabric based on the principle of adding multiple independent wavelength buses (essentially one-to-many
multicast domains) in the backplane spread across
multiple independent fiber rings. Our architecture
seamlessly scales using wavelength and fiber diversity
despite the usual limitation of wavelength count.
2. 100% bisection bandwidth: The FISSION architecture supports 100% bisection-bandwidth even with a
large number of servers. This is because of the unique
backplane-sector interconnection pattern that allows
FISSION to not depend purely on switches to scale.
The absence of this dependence (on switches) implies
that the backplane can support 100% bisectionbandwidth for single-hop communication. Our architecture supports full bisection bandwidth for any number
of servers with the caveat that the number of transceivers in a sector grows linearly in the single-hop
implementation (described in Section IV). To limit
the number of transceivers in a sector, we propose
multihop communication that facilitates an efficient
architecture with 70%–80% bisection bandwidth—
comparable with other schemes that do not support
such a high count of servers.
3. Low latency: The FISSION backplane supports a
switchless core. This core is essential in creating a
low-latency paradigm, even for large server counts.
This implies that, with an increase in the number of
servers, the latency does not increase proportionally.
4. Low cost: The constituents of the FISSION DC use contemporary technologies—optics and electronics—that
are readily available. This leads to a cost-effective
DC. We show that our approach is lower cost than other
contemporary approaches.
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The rest of this paper is organized as follows. Section II
discusses the related work, while Section III describes the
FISSION architecture. Section IV discusses the architecture analysis and illustration of DC scaling that allows
the FISSION architecture to grow to a million servers with
a modest number of transceivers at a sector. This section
helps objectively validate the scalability advantages of
the FISSION architecture. Section V describes three wavelength assignment strategies in the backplane and derives
analytical expressions for single and multihop connections.
Section VI proposes a multihop optimization scheme and
describes the results from a simulation and optimization
perspective. In Section VII, we illustrate the FISSION
DC protocol. Section VIII validates the FISSION DC
through a test-bed with the help of three exhaustive use
cases, while Section IX concludes the paper.

II. RELATED WORK

AND

OUR CONTRIBUTIONS

Several proposals for scalable and fault-tolerant DC architectures exist. This related work section is classified
under alternative architectures and protocols for DC.

A. Data-Center Architectures
Hybrid optical and electrical switch-based architectures
have been proposed and typically include a fast electrical
switch along with a slow-moving optical switch.
A combination of an electrical packet switch and MEMSbased optical circuit switches is used in Helios [5]. A control
element called topology manager (TM) is used to continuously read flow-counters from each aggregation switch
based on which optical circuit switches are configured.
The computational complexity of the TM is a bottleneck
toward scaling HELIOS.
An optical DC architecture that uses reconfigurable optical devices to facilitate dynamic setup of optical circuits is
detailed in [7] and called OSA. OSA, like HELIOS, accumulates reconfiguration delay of the MEMS-based switches
and WSSs (of the order of milliseconds). This delay proves
to be a bottleneck. In fact, OSA admits that this delay
affects latency-sensitive mice flows. FISSION is able to
provide a more scalable DC because (in FISSION) reconfiguration of the WSS is not required.
Mordia [6] has architectural similarity to FISSION with
the use of the coupler, but conceptually there are
major differences in performance. Mordia uses digitallightwave-processing-based WSSs to provide ultrafast
switching. We do not require fast switching nor do we require digital light processing (DLP) technology that has
been known to have reliability and scalability issues.
The WSSs used in our architecture are fairly static for most
cases and use mature liquid crystal on silicon technology.
Quartz [12] presents an optical DC architecture, forming
a ring of ToR switches as nodes on the ring. Although this
solution provides low end-to-end delay and reduces wiring
complexity, its full mesh requirement as a virtual overlay
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topology is a severe limitation given the restricted number
of wavelengths available in a fiber.
Two other approaches that use an electronic switch
in conjunction with an optical circuit switch are
c-Through [11] and WaveCube [9]. WaveCube assumes multipath routing and dynamic link bandwidth scheduling,
both of which are strictly avoided in our scheme.
c-Through and WaveCube require perfect-matching techniques and create tight bounds on wavelength-flow assignment relationships. The WaveCube architecture leads to a
torus-like structure supported by optics at the interconnection points. The issue with such an architecture is that the
bisection bandwidth decreases rapidly as the number of
servers increase. The FISSION architecture results in no
penalty of the bisection bandwidth even with increase in
the number of servers for the single-hop case and better
bisection bandwidth than WaveCube using the multihop case.

B. Data-Center Protocols
Protocol and architectural modifications are captured
through DC proposals such as SEATTLE [2], PortLand
[1], VL2 [4], and DCell [3]. SEATTLE and PortLand play
with different Clos techniques intertwined with protocol
modifications. Both architectures max-out in terms of scaling based on the use of the initial building block—a M × N
switch. VL2 uses a distributed link-state protocol that requires a large convergence time. BCube [8] (as well as
DCell) is an architecture that uses server network interconnection diversity combined with fractal-like reuse of
the pattern to build a larger interconnection paradigm.
BCube, however, is constrained (like DCell) by the maximum number of line-cards supported by a server.

C. Optical Technologies
Optical circuit and packet-based DC proposals are presented in [16], which include use of fast-moving optical
switches, labeled optical burst switching, and hybrid optical circuit and packet switches [17]. Most of the all-optical
approaches require technologies that are currently in their
infancy and difficult to deploy on an industrial scale.
The Proteus DC architecture [18] is based on an optical
circuit switching (OCS) technique and exploits WDM to
provide bandwidth flexibility while using the dynamic
reconfiguration property of MEMS and WSS switches.
The Torus DCN architecture [19] is based on a hybrid
optoelectronic packet router (HOPR), which adapts an Ndimensional torus topology by using an optical packet switch
(OPS), a label processor, and a controller for the OPS. It is
reported that OPS reconfiguration time is dependent on
the switch port-count [20]. Thus, if the port-count exceeds
a certain threshold, then the latency is unacceptable.

D. Our Contributions
This paper builds upon our earlier works in DC architectures [10,13,21,22]. In [21], we introduced the FISSION
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architecture, detailing aspects such as scalability, architectural working, and wavelength-assignment. Protection issues were shown in [10] and its engineering aspects in
[22]. The architecture in [21] eliminates excess connections
and details how the backplane is developed and includes a
new interconnection architecture. The work in [13] summarizes the architectures presented in [10,21,22] and further
develops the architecture for both single-hop and multihop
requirements and captures a stochastic as well as optimization model to understand the architecture.
In [13], we presented the FISSION concept and related
optimization model for basic validation of a FISSIONbased DC. In this paper, the primary contribution is the engineering design. While [13] showcases the FISSION idea,
this paper goes deeper into its implementation and demonstration. In terms of engineering contributions, this paper
highlights four important areas of advancements: 1) a testbed that validates the FISSION concept through practical
use cases such as equal-cost multipath (ECMP) implementation (Section VIII); 2) a multihop optimization model that
is critical toward engineering a large FISSION-based DC
network (Section VI); 3) an in-detail engineering analysis
from the resource utilization (wires, components, etc.) perspective (Section IV); and 4) an analytical derivation
for wavelength assignment strategy in the backplane
(Section V). These contributions are necessary for pragmatic implementation of the FISSION concept in the field.
In fact, two of these contributions are orthogonal and together fathom the entire spectrum of large DC design—
the test-bed validation and the multihop model. The former
shows the proof of concept of FISSION, while the latter
(which cannot be implemented in a lab scenario) shows
how such a design can be implemented in a large DC
environment.
The primary contribution of this paper is a test-bed for
the FISSION architecture, thus showing that such an architecture can be realized using off-the-shelf components.
The secondary contribution is the development of the
multihop model, associated optimization, and wavelength
assignment plan including simulations. The secondary
contribution is key to take the FISSION concept from
the test-bed to the field while achieving scale.
Performance analysis using the test-bed is captured for
inter-sector communication and ECMP over FISSION in
this paper as use cases.
This paper also analyzes a wavelength assignment strategy in the backplane for single and multihop paths. A comprehensive analysis of FISSION DC architecture is also
provided for a multihop path using the optimization model.

III. SYSTEM DESIGN

AND

ARCHITECTURE

In this section, we describe the FISSION DC architecture, including its components and subsystems. The
FISSION DC broadly consists of two subsystems, namely,
the sectors and the backplane.
The proposed architecture consists of a concentric arrangement of core fiber rings. Each ring is divided into
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An EOS is connected to the N ASs on the sector side and
supports an optical backplane on the core side.
The EOS architecture is responsible for achieving scalability by providing an interconnection structure with the
backplane. The EOS consists of electronics for connecting
to the ASs within the sector and optics to connect to the
backplane. The optics comprise liquid crystal on silicon
(LCOS)-based WSSs and couplers. The WSSs come in
two configurations.
The first WSS configuration is a 1 × X WSS that facilitates
a single input of the composite WDM to be routed into X ports
facilitating demultiplexing of channels in any combination of
groups among the X ports. A mirror image, i.e., an X × 1 structure is used in the EOS for adding data into the fiber ring.

Fig. 1. Conceptual flexible interconnection of scalable systems
integrated using optical networks (or FISSION) architecture.

sectors. Figure 1 shows the FISSION concept: at the center
are concentric fiber rings that together make up the switchless backplane. The rings subtend the sectors. A sector is a
rack or a group of racks, with a top-of-the-rack (ToR)
switch. The ToR switch is connected to an optical scheduler,
which is further connected to the core rings.

A. Sector Architecture
The sectors in Fig. 1 are connected such that a sector can
send data into only one fiber ring but can receive data
(without switch reconfiguration) from all the fiber rings.
The unidirectional arrows from sectors to the core show
how data are added onto the optical ring (which essentially
is an open bus), while the curved lines from the backplane
to the sectors show how data are dropped from a fiber to all
the sectors and from all the rings to every sector at a
particular angular position.
Each fiber ring has n sectors. Each sector supports a
folded Clos network of electronic switches (in our case supporting segment routing, as described in Section IV). Edge
switches (ESs) are connected to the servers and are of
N × N configuration. ESs are connected to each other
within a sector by aggregation switches (AS). ASs form
the middle column of a Clos network. The ASs and ESs together form the Clos network. The N ASs have configuration of H∕N × H∕N, where H is the number of wavelengths
(as well as servers) allocated to a sector. Trivially, there are
H∕N ESs in a sector.

B. Electro-Optic Switch (EOS) Architecture
The ToR switch along with the optical components and
fiber ring scheduler is called an electro-optic switch (EOS).

The second WSS configuration is the X × Y design [23] and
is like a static wavelength router. This WSS allows for routing
of X input ports connected to Y output ports. The X × Y WSS
allows routing any wavelength combination from any of the
X input ports to any wavelength combination amongst any of
the Y output ports. Note that switching in an LCOS-based
WSS takes 2–4 ms, and a key design goal is to prevent the
use of switching as much as possible.
The EOS architecture is shown in Fig. 2. The electronic
part of the EOS consists of a scheduler and a packet mapper that maps packets from the AS to appropriate wavelengths and fiber rings in the backplane. Similarly,
packets from the backplane are appropriately selected by
the mapper and routed to the destination AS.
Scalability is achieved by adding any number of sectors
in the DC using a unique interconnection technique that
comprises adding fiber rings as we grow. Each sector sends
data into only one fiber ring but can potentially receive
data from all the fiber rings. To be able to add a large number of sectors, we should be able to create a mechanism for
non-blocking communication between the sectors. This
mechanism is possible through the backplane design
discussed subsequently.
Add Side: The Add EOS consists of a 1 × H WSS
(either created using a single WSS if H is small or else using a cascade of WSSs). There are H servers per sector,
where H is the number of wavelengths that a sector can
add to the backplane.

C. Backplane Architecture
A sector is connected to the backplane in the following
manner. It can add data to one ring in the backplane, while
it drops data from all the rings in the backplane. The ring
to which it can add data is called its parent ring.
The backplane comprises a set of concentric optical fiber
rings. Each ring has up to n-interconnection points, each of
which subtends a sector. A ring is open, i.e., an optical
signal is not allowed to circulate to prevent saturation of
active optical elements (amplifiers etc.). Each ring is arranged as a bus, i.e., a ring encompasses a pair of counterpropagating unidirectional multi-wavelength buses with n
stations, each of which supports a sector. Each sector can
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Fig. 2. Multisector DC architecture (left) and a standalone sector (right).

access all the data in the bus without the need for any
switching (Fig. 2). To create a bus architecture, each sector
on the bus supports two power couplers (splitters/
combiners)—for adding data (Add Coupler) and for dropping data (Drop Coupler). These couplers are of an
asymmetric power ratio (discussed later).
The ring is open by default and closed only in the case of
a fiber cut, thus facilitating fault tolerance using the ring
wrap-around.
Backplane Principles: The innermost ring in the backplane is labeled F 1 , while the outermost ring is labeled as
F F . The sectors on the ring are labeled by their ring prefix
and the clockwise angle traced by their position in their ring
with respect to an arbitrarily selected starting sector. To further illustrate this, because there are n sectors attached to a
ring, we assume each sector (sector) to be at 2π∕n apart from
their adjacent sectors. Hence, a sector is labeled by the tuple
f ; 2πj
n , where j is the sector number relative to the first sector attached to the ring. If a sector has a requirement of H
wavelengths to add into the core, then n  W∕H, where W is
the total number of wavelengths in the ring.
Backplane Architecture (Drop Side): Data are dropped
from each fiber to all the sectors in the DC. At each particular angular position j ∈ f1; …; ng in the backplane, we have
F sectors, each connected to a separate ring (see Fig. 1).
Hence, at the drop-side on the jth angular position, we have
a 1 × F splitter to drop the composite signal from a fiber to
all the sectors at that angular position. If F is large, then
we cascade several smaller 1 × X couplers to create a larger
1 × F coupler (X < F) and support the structure with the
use of optical amplifiers to ensure that the power budget
is adequate. Each of the F ports is connected to a 1 × ψ
coupler within each sector, where ψ is the number of

wavelength banks at a sector. Multiple wavelength banks
are required to handle contention at a sector, where ψ ∈
f1; …; Fg is also equivalent to the contention ratio.
ψ  1 can handle zero contention, whereas ψ  F can
handle 100% contention (i.e., all F fibers transmitting on
the same wavelength to a particular destination sector).
The 1 × ψ splitter is further connected to a F × W WSS,
composed of M × N WSSs.
Given current deployments in DCs, whereby the nodes
toward the core of the DC carry an extremely large volume
of traffic, it is desired that the communication granularity
be coarse. In this regard, from a FISSION standpoint, we
require that as many channels as possible be packed into
each fiber ring. Given that the communication in the backplane rings is not limited by distance, the only limiting
factor then is inter-channel impairments and power issues
(leading to OSNR degradation). Hence, to overcome interchannel impairments, we propose the use of coherent
optics, as opposed to conventional on–off keying (OOK).

IV. SCALING

THE

DC: ANALYSIS

AND ILLUSTRATIONS

In this section, we offer a detailed analysis of the
FISSION architecture from an implementation perspective. We first compute the generic component count, associated power requirements, and costs and then provide
numerical illustrations for a sample FISSION DC.

A. Architectural Analysis
For an F-ring, S-server, and n sectors-per-fiber DC, there
will be nF sectors and H servers per sector. Now, H servers
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per sector can be accommodated using N × N ESs. At a sector, we thus require H∕N number of N × N ESs, and N
number of H∕N × H∕N ASs. At each location along the circumference of the ring, there are F sectors (corresponding
to each of the F fiber-rings), and we assume n such locations along the circumference of a ring.
There are three types of couplers in use in the FISSION
DC: 1 × F, 1 × ψ, and 1 × 2 couplers. The 1 × F couplers
are required per fiber at each of the n locations on each
ring, i.e., a total of nF couplers of 1 × F type are needed
across the DC, whereas a pair of 1 × 2 couplers are
required at each sector along the circumference per ring,
i.e., 4nF (an additional factor of 2 is due to each fiber being
bidirectional and hence carrying the same signal in both
clockwise and counterclockwise directions). At each
drop location along the circumference of a fiber ring, a
signal is split to each of the F sectors via a 1 × F coupler.
Thereafter, at a sector, each of these signals are further
split via 1 × ψ couplers to reach each of the ψ banks.
Thus, a total of nF 2 couplers of 1 × ψ type are required
in the FISSION DC. An optical switch is used per
ring for both directions, i.e., 2F in all. Each of the nF
sectors requires two EOSs (an H × H structure for Add,
another ψW × H structure for Drop) and an ω × 1 Add
WSS.
At the drop side of each sector, each of the ψ banks have
access to signals from all F fibers. Each bank comprises a
number of M × N WSSs cascaded to filter σ wavelengths
from the dropped F signals. Thus, the total number of M ×
N WSSs required at the first level at a bank is F∕M, assuming M ports are facing the rings, while N ports are facing
the Add EOS. Hence, the total number of ports exiting from
the first level toward the EOS is F∕MN. Similarly, the total
number of switches at the second level is F∕MN∕M, while
the total number of ports exiting the second level toward
the EOS is F∕MN∕MN and so on. The total number of
M × N WSSs, arranged across α levels, is computed by
Algorithm 1. Note that we assume M  N  24, given
current LCOS physical constraints.
Algorithm 1: Computation of number of M × N WSSs
Input: F, M, N, W
Output: ψ, α
x1 ← F
ψ ←0
fori ∈ Z nf1g
xi1 ← ⌈xi ∕M⌉N
ψ ← ψ  ⌈xi ∕M⌉
ifW≤⃒ xi < W  N
then
αi
break for loop
end if
end for
The number of transceivers required in a sector is 2H
(at Add EOS) + ψW  H (at Drop EOS) + 2H (across
all ASs) + 2H (across all ESs) + H (across all servers) =
8H  ψW.
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We next compute the number of erbium-doped fiber
amplifiers (EDFAs), which is more complex than the counts
of switches, couplers, etc. discussed above.
1) EDFA Count: Computation of the total number of
EDFAs required in a FISSION DC can be done in
three parts:
1) Drop at the 1 × F coupler: Let Pd be the power of the
signal dropped at the 1 × F coupler by the fiber ring,
P1×F be the total insertion loss of 1 × F coupler, G be
the gain of an EDFA, and Pth be the threshold power
required at the receiver. Then, the number of EDFAs
required to maintain this threshold power is
EDFAd1×F 

Pth  P1×F − Pd
:
G

2) Drop at the 1 × ψ splitter: Let P1×ψ be the total insertion
loss of the 1 × ψ coupler, and Pth is the input power at
the 1 × ψ coupler. Then, the number of EDFAs required
for maintaining the threshold power is
EDFAd1×ψ 

Pth  P1×ψ − Pth P1×ψ

:
G
G

3) Drop at the egress WSS: Let PWSS be the insertion loss of
each M × N WSS, G be the gain of an EDFA, and Pth be
the minimum power required at an EOS. The number of
EDFAs required is calculated as per Algorithm 2.
Algorithm 2: Computation of number of EDFAdWSS
Input: G, α, Pwss
Output: # of EDFAdWSS
n  0, α0  0
for i  1; 2; …; α
ifPth − G < αi − α0 :Pwss < Pth 
N αi
thenn  n  ⌈F:M
 ⌉, α0  αi
end if
end for
returnn
The above results in
EDFAn  EDFAd1×F × nF 2 
 EDFAdWSS × ψ  EDFAd1×ψ  × nF:
Table I summarizes the count, power requirement, cost,
and delay profiles of each component.
2) Scaling the Architecture: The FISSION DC scales by
adding sectors/rings in an in situ fashion. For adding sectors, all we must ensure is that every other sector has ports
to accept traffic from this sector. This is possible by cascading more WSSs to the drop WSS (of P × Q configuration) of
all the sectors. Examples of scalability are discussed
subsequently.
Muxponding gain can imply one (or both) of the following
two possibilities:
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SPECIFICS
Component

TABLE I
OF A FISSION DC
Power Requirement
(in Watts)

Count

Ring
F
Sectors
nF
Servers
nFω
Wavelengths
nωF
ES
nFω∕N
AS
nNF
1 × F coupler
nF
1 × 2 coupler
4nF
1 × ψ coupler
nF 2
Optical switch
2F
EOS
2nF
ADD WSS (composed of
nF
1 × 23 WSS)
1 × 23 WSS
–
M × N WSS M  N  24 Refer
Algo 1
Transceiver
11nFω
EDFA
EDFAn

TABLE III
DATA-CENTER WITH 64-SERVER SECTORS
Cost
(in $K)

–
–
–
–
10N
10ω∕N
0
0
0
0
10ω
–

–
–
–
–
0.6N
0.6ω∕N
–
0.1
–
0
0.2ω
–

15
15

3
4

3.5
5

0.1
1.2

1) Muxponding in the real sense: Classically, muxponding
implies multiplexing several slower-speed tributaries
to create a larger speed channel.
2) Muxponding as overprovisioning: In the DC scenario,
overprovisioning is used to allocate bandwidth in the
core by under-provisioning the core as compared with
the total line-rate of all the servers involved. The ratio
of bandwidth subsumed by the servers to the bandwidth in the core is the overprovisioning ratio.
In this paper, we consider muxponding gain as in the
first case unless stated otherwise.

B. Illustrations
Table I shows the cost and power requirement of different components in the FISSION DC. Table II gives the
number of components in the DC for different server
counts. Costs are assumed from [24,25]. The last row of
Tables III and IV is the final cost analysis of the
FISSION DC in 1000 USD.
Based on inputs from Table I, Tables III and IV present
illustrative examples of the FISSION architecture in terms
of used resources for two separate models—Table III with 64

COMPONENTS
No. of Servers

IN A

TABLE II
DC (64-SERVER SECTOR, ψ  1)
1000

10,000

100,000

1,000,000

Total # of transceivers 11,264 110,528 1,100,352 11,000,000
# of M × N WSSs
192
1727
48,453 3,546,875
# of 1 × 23 WSSs
48
471
4689
46,875
# of ESs
64
628
6252
62,500
# of ASs
256
2512
25,008
250,000
# of EOSs
32
314
3126
31,250
1 × F couplers
0
157
1563
15,625
1 × 2 couplers
64
628
6252
62,500

FOR

ψ1

No. of Servers

1000

10,000

100,000

1,000,000

No of sectors
No. of rings
No. of transceivers
per sector
Transceiver utilization
ratio
End-to-end loss
OSNR
No. of amplifiers
between Tx-Rx
Power consumption (W)
Cost of sector ($)
Cost of DC ($)

16
6
704

157
53
704

1563
521
704

15,625
5209
704

11

11

11

11

113.71
50.18
4

136.74
27.16
5

129.07 150.86
34.82
8.07
5
6

65,424 622,698 6,650,922 112,408,170
211.8 202.0
287.7
1130.2
3389 31,719 449,634 17,659,490

servers per sector and Table IV with 32 servers per sector,
both with no muxponding gain/overprovisioning. The cost
analysis for 64-server sectors is shown in Table II (but omitted for 32-server sectors in the interest of space). The transceiver utilization ratio in these tables indicate the required
amount of overprovisioning at the EOS in order to guarantee
a 100% bisection bandwidth for any traffic mix.
In all these computations, the ES in each sector is assumed to be 16 × 16 configuration, though an ES of 64 ×
64 is also currently possible and can be used in the present
settings with muxponding gain of 4. The AS is assumed to
be 4 × 4 for 64 servers per sector and 2 × 2 for 32 servers per
sector configuration. For the generation of the results, we
do not assume any muxponding/overprovisioning gain.
That is to say that each server sends data at line-rate C
(assumed 10 Gbps), and the backplane adequately keeps
provision of 10 Gbps per server. The wavelength plan in
the backplane involves 25 GHz spacing between channels.
The input power for each transceiver is assumed to be
5 dBm. The total number of wavelengths assumed is
192 channels across the C and L bands. For the creation
of Tables II–IV, we assume that the traffic is symmetric,
with every sector having a dedicated wavelength group
to every other sector. However, with multihopping across
sectors, we can support any traffic configuration (shown
in Section V).
TABLE IV
DATA-CENTER WITH 32-SERVER SECTORS

FOR

ψ1

No. of Servers

1000

10,000

100,000

1,000,000

No of sectors
No. of rings
No. of transceivers
per sector
Transceiver utilization
ratio
End-to-end loss
OSNR
No. of amplifiers
between Tx-Rx
Power consumption (W)
Cost of sector ($)
Cost of DC ($)

32
11
448

313
105
448

3125
1042
448

31,250
10,417
448

14

14

14

14

120.64
43.25
5

143.67
15.26
5

135.13 157.69
28.76
1.23
5
6

78,336 767,664 9,479,565 282,282,690
136.3 146.6
308.6
1967.2
4362 45,878 964,461 61,475,086
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Example 1: Shown in Table III is the case for FISSION DC
for up to 1,000,000 servers with 64 servers per sector. Here we
use 4 ESs of 16 × 16 configuration and 16 ASs of 4 × 4 configurations per sector. Let us consider column #3 in Table III,
i.e., the case of 10,000 servers in the DC. With the FISSION
architecture, we use 53 fibers, with 3 sectors in each fiber.
The worst case end-to-end loss is about 150.8 dB and to compensate, we use six amplifiers each with 35 dB gain and 4 dB
noise figure. The achieved OSNR is about 27 dB, which can
be further improved by using FEC. The EOS port count is
about 256 ports per sector in the static wavelength assignment case and reduces to just 128 ports in the fully dynamic
wavelength assignment case.
Example 2: Note column 4 in Table III, we see that, for a
100,000 server DC, we have 1563 sectors that are mapped
onto 521 fiber rings in the backplane, resulting in an EOS
of 256 ports at the drop side, and a worst case end-to-end
loss of 113 dB. The resulting OSNR is about 34.18 dB,
which results in acceptable BER.
Figure 3 shows a cost and power consumption profile of
our architecture compared with other leading architectures
[8,9,26], namely, fat-tree, BCube, and WaveCube. The
numerical data for the three non-FISSION architectures
in Fig. 3 were derived from the definition of the respective
DC architectures in the literature. Given that none of the
other architectures scale to the number of servers that
FISSION can support, Fig. 3 shows the extrapolated cost
and power profile for other architectures. For smaller
DCs, the cost and power profiles for FISSION are similar
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to those of other architectures. For bigger DCs, the cost and
power profiles slightly increase as compared with other DC
architectures due to the increase in the number of WSSs
used to provide non-blocking DC architecture and 100% bisection bandwidth.

V. WAVELENGTH ASSIGNMENT STRATEGIES
FISSION BACKPLANE

IN THE

In this section, we discuss various wavelength assignment strategies pertaining to the FISSION architecture.
The wavelength assignment strategies have been detailed
in [13]. Our main focus is to understand the analysis of the
strategies so that one of these (the static approach) is
implemented in the test-bed. In this paper, we derive an
explicit expression for the average hop count in the
FISSION backplane (unlike the implicit one in [13]).
We discuss a key engineering aspect to the DC
architecture—the wavelength assignment plan (WAP).
The WAP runs at the controller and computes wavelengths
that are to be assigned to the sectors for communication.
Each fiber in the backplane has W wavelengths. For a contention ratio of ψ, a sector can process no more than ψ · W
wavelengths from the backplane. Hence, from each of the F
fibers in the backplane, a sector can receive up to ψW∕F
wavelengths. A fiber in the backplane thus drops its W
W
unique wavelengths across ψW∕F
 Fψ sectors. In other words,
a backplane fiber drops each of its unique wavelengths to
nF
F∕ψ  nψ sectors. Of these n · ψ sectors, only a single sector
will process a particular wavelength, while all other recipient sectors receiving the same wavelength will discard the
same. This arbitration is orchestrated via the control plane.
For communication, an ingress sector first examines
whether a direct wavelength to the egress sector is available
(single hop), or else it explores wavelength availability using
a two-hop or higher hop path to the destination.
We analyze the probability and average number of
hops for a successful multihop connection between sectors
in the FISSION architecture based on our wavelength
assignment plan. The analysis also covers the case of
single-hop connections.
Let P ijv denote the number of all v-hop paths from sector
Si to sector Sj. For single-hop paths,
P ij1  1:
For two-hop paths, the intermediate sector can be chosen
from nF − 2 sectors (excluding the ingress and egress sectors), i.e.,
P ij2  nF − 2:

Fig. 3. Cost (top) and power consumption (bottom) of the
FISSION DC with other comparative architectures.

For a three-hop path, the first hop can be chosen from
nF − 2 sectors (as explained for the two-hop case),
whereas the second hop can be chosen from nF − 3 −
nψ − 1 options. The nF − 3 term occurs because, of all
nF sectors, three have been chosen (the ingress, egress, and
first hop), while the nψ − 1 term occurs because choosing
the first hop in turn discards all other nψ − 1 sectors
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which received the wavelength used for the first hop
(as discussed above). Hence, the number of three-hop
connections between two sectors is given by
P ij3  nF − 2nF − 3 − nψ − 1:
Generalizing, we have

1;
∀ i; j; P ijv  Qv−2 nF − 2 − i − inψ − 1;
i0

B. Mathematical Formulation
if v  1 
if v ∈ 2; ⌈ Fψ ⌉ :

The probability of at least one single-hop path from
sector Si to sector Sj is derived to be




ψ H
at least one single hop
1− 1−
:
P
path from Si to Sj
F
Using a similar approach, the probability of at least one
v-hop path between two sectors is given by
Pv  Pat least one v‐hop path from Si to Sj 
   ij



ψ H v jP v j
:
1− 1− 1− 1−
F
Thus, the average hop count of a multihop connection
between two sectors in the FISSION DC is given by

v̄ 

F∕ψ ⌉
⌈X

paths should be used to provision a particular connection
and the larger question as to what is the average latency
penalty and resource advantage obtained when we incorporate multihop routing in the DC?

v × Pv:

v1

Numerical: Let us consider an example to emphasize this
formulation of the average hop count. For a 100,000-server
FISSION DC, six-sector rings, with a spacing of 25 GHz, we
can have up to 521 fiber rings each with 192 channels, implying 32 channels per sector. Assuming ψ  2, as per our
above formulation, the probability of at least one single-hop
path is 0.12, while the probability of at least one v-hop path
is close to 1, ∀ v > 1.
This implies that the static WAP results in far more
paths with higher hop counts than those that are singlehop in a FISSION DC. While multihop paths help in
provisioning flows that could otherwise not be provisioned
using single-hop paths, it also leads to a slightly higher
latency given the multiple hops.

VI. MULTIHOP FISSION OPTIMIZATION
In this section, we propose a constrained optimization
model for multihop FISSION DC design. We are given a
likely traffic scenario, and we desire to minimize the cost
of components to build the DC, while adhering to QoS
constraints.

A. Problem Statement
Given that, for an F-fiber n-sector-per-fiber DC, there are
nF − 1! possible paths between any two sectors. We desire
to maximize utilization while conserving resources. The
optimization model seeks to answer the question: Which

We are given a traffic matrix T of size m × m, where m is
the number of servers in the DC. T ab represents the traffic
volume between servers a and b.
We define Ωm
ab as the number of hops on the mth path
between sectors Sa and Sb .
m
We define μm
ab as the set of sectors fSa ; …; Sb g of size Ωab
denoting the sectors visited on the mth path.

We define the binary decision variable: Eab
ijd  1, if the
vector instance denoted by Aab F i ; λj ; Sd ; CR  is part of the
multihop solution; 0, otherwise.
The four-dimensional vector Aab F i ; λj ; Sd ; CR  determines the intermediate sectors that are visited for a particular traffic connection T ab . In the vector Aab, F i is the
fiber that feeds to the intermediate sector Sd, and λj is
the wavelength at which we drop the data at sector Sd,
while CR is the residual capacity in sector Sd available
for multihop.
We define θab  1, ∀ T ab > 0. The objective function is,
then,
P
P

ab
ab
∀ a;b Eijd
∀ a;b Eijd :i ∈ ∀ a; j ∈ ∀ b; d ∈ ∀ a; b
min P
:

P
P
ab
∀ a;b θab
∀ a;b θ ab −
∀ a;b;d Eijd
Note that θab is computed ahead of the optimization
process from T ab ; hence, the above objective constraint continues to be linear.
The above minimization is subject to
Capacity Constraint: The occupied capacity at each port
is such that it is less than the total capacity:
X
∀ a;b

Eab
ijd · T ab ≤⃒ CR :

The above constraint denotes that the total traffic going
through a sector Sd is less than the residual capacity at the
sector (denoted by CR ).
Hop Constraint: The number of hops must be less than
the number of sectors in a fiber ring. This constraint is
given as
X
Eab
ijd · ≤⃒ n − 1 ∀ θab > 0:
∀ a;b

Wavelength Availability Constraint: The wavelengths
provisioned P
for the traffic per bank per sector available
of ∀ d, i.e., ∀ a;b Eab
ijd · …; Sd ; …≤⃒ σ · ψ. We note that the
wavelength assignment in the case of multihop formulation follows the static approach. By using the wavelength
continuity constraint, we are able to facilitate adherence to
the static wavelength assignment pattern between segments of a multihop path (from an ingress sector to an
egress sector).
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Path Conformance Constraint: The below constraint
ensures that the multihop path chosen for every traffic
request T ab is followed. The constraint iterates over all
nodes a0 , b0 , which are part of the multihop solution
and ensures that the path used for provisioning T ab is of
length Ωab :
X
∀ a;b



X
0 0
m
Eab
:
a
;
b

arg
μ
Ω

≥ Ωab :
0
0
lm
abd
ab
m

∀ a;b l;m∈μab

C. Results From the Multihop Scheme
We have simulated the above optimization model in
MATLAB by varying the number of servers from 1000 to
1 million in increments of an order of magnitude. Load
is computed as the ratio of the amount of data sent by
all the servers in the DC to the maximum data that the
DC can handle while guaranteeing 100% bisection
bandwidth.
Figure 4 plots the average hop count with and
without optimization. For the plot of hop count without optimization, we assume a first-fit algorithm that serially assigns paths to requests based on randomly generated
requests. The optimization technique is significantly
better than the heuristic, on an average 2.5× better
than the heuristic. The optimization technique is better
suited for a higher number of servers than a lower number
of servers. The key takeaway of the plot is to show the
impact of optimization whose objective is to minimize
the hop count.
Figure 5 shows the percentage improvement in terms of
delay experienced using the multihop optimization approach and compared with a first-fit model at different
loads. Delay is computed by adding the processing delays
at each EOS in the multihop scheme. In the first-fit model,
we attempt to find the shortest path; if that is not available,
then the next shortest path is selected and so on. For the
optimization case, we have considered four scenarios, with
30%, 50%, 75%, and 90% loads, respectively. We simulated
the DC by varying the number of servers from 1000 to 1
million and observed that the performance betterment
for 1 million servers in terms of multihop optimization
was the best, which is quite intuitive. However, from a load

Fig. 4. Hop-count as a function of number of servers.

Fig. 5. Percentage saving for multihop.

perspective, the performance is best for medium loads and
not for high loads. This is unexpected and is likely to be
attributed to the fact that, for high loads, the system is
busy resulting in the optimal paths being somewhat similar in profile to the heuristic paths. Hence, the delay turns
out to be higher than the delay experienced at moderate to
medium loads.

VII. PROTOCOL

IN THE

FISSION DC

The proposed protocol in the FISSION DC is based on
the concept of segment routing (SR) [27]—a recent effort
in the IETF to simplify operations, administration, maintenance, and provisioning (OAM&P) functionality in large
network domains. It is an add-on to MPLS and makes the
MPLS forwarding plane faster—a key DC requirement.
The idea is to use existing IGP protocols to advertise segment information and facilitate an ingress node to create a
source-routed path to the destination. However, instead of
using IGP protocols for advertisement, we use an SDN controller within the DC domain. This eliminates route computation at intermediate nodes. The SR approach reduces
the per-flow state-maintenance and route computation
complexity making service deterministic and carrier-class.
The SR approach is well-suited for ECMP provisioning,
which is best adjudicated at an ingress node.
In an SR domain, nodes are labeled with globally unique
identifiers (called node-segment IDs), and links are labeled
with locally unique identifiers (called adjacency-segment
IDs), which are passed using an SDN controller. The identifiers allow the creation of destination-specific routes at a
source. A centralized controller has knowledge of the global
state of the network and can optimize path selection to
maximize network utilization. Additionally, SR has the following features: 1) SR does not require label distribution
protocol (LDP) or resource reservation protocol for traffic
engineering (RSVP-TE); hence, eliminating extensive control overhead; 2) with the use of node/adjacency-segments,
any path can be configured for a service; 3) load balancing
is supported with the use of prefix-segment/node-segment
identifier that indicates an ECMP-aware shortest path to
the destination. Communication in the FISSION DC follows the SR approach.
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A. Working of the Protocol
The DC is assumed to be an SDN-controlled domain. The
idea is to translate incoming network-wide identifiers such
as MAC/IP/port/tag with DC-specific labels that facilitate
source routing. An incoming packet headers’ field is
mapped onto a DC-specific addressing scheme. The protocol imbibes an SDN philosophy, whereby various networkwide identifiers are mapped to local identifiers, based on
which forwarding is done. For forwarding to happen, we
have designed an SDN-capable whitebox that also supports
SR. A high-level description of the SDN whitebox switch is
first described, subsequent to which we describe the switch
architecture (in the next section).
For traversing an N × N switch, the protocol allocates
2 log2 N bits. These bits are sufficient to identify a destination port on the switch. The protocol uses a control
plane that allocates DC-specific addresses and routes at
the edge nodes so that switching and routing are done
based on 2 log2 N bits for an N × N switch. Translation
from network-wide identifiers to DC-specific identifiers
happens at the ES. The ES has an SDN flow table, as
shown in Table V. This table is populated by the controller.
The table depth is equal to the number of services provisioned in the sector, which is of the order of 10,000 services
and is easily achieved through commercial TCAMs. A
primary and protection segment routed label (SRL) is
pushed onto the incoming PDU. This label allows the
frame to be routed to either another AS  ES (in the case
of intra-sector communication) or to an EOS in the case of
inter-sector communication. Unicast and multicast are
separated by the use of a unique Ethertype in the SRL.
As part of the 20-bit label pushed onto the PDU are five
pointer bits that tell a switch where to start reading the
2 log2 N bits for switching.
A packet that enters a switch is first checked to see if it is
an SR-compatible packet. If not, then it is sent to an ingress
logic that maps the packet PDU with a corresponding SRL.
The packet with the SRL is then sent to a forwarding logic
in the switch. The forwarding logic examines the pointer
and selects the corresponding 2 log2 N bits for decisionmaking. The logic then sends the packet to the appropriate
virtual output queue and performs switching. The switch
architecture and implementation are described in the
test-bed section. The forwarding logic also increments
the pointer. It is argued that, for a 256-server sector, a single SRL instantiation is sufficient for both intra-sector and
inter-sector (up to the EOS) communication.

For inter-sector communication, the ingress ES on
finding that the destination does not have a match in its
forwarding table pushes a default SRL that routes the
packet to the EOS. The EOS in the ingress sector is
assumed to have DC-wide address knowledge and, hence,
maps the packet to a wavelength from which the destination sector would receive the packet and swaps the SRL
with a new SRL. The destination EOS further maps the
packet to the appropriate ES port and swaps the existing
SRL, with another SRL that facilitates forwarding to the
destination.
Protocol scalability is ensured, as there is no learning or
lookup at intermediate nodes and the centralized controller
is assumed to be aware of topology updates etc. within the
DC domain. By using the relevant MPLS-TP standard for
implementing SR, we facilitate the IEEE802.1AG connectivity and fault management suite that allows protection,
sub-50 ms restoration, and generic maintenance.
In the case of multihop implementation, once the
controller runs the optimization module shown in
Section VI, the paths are computed inclusive of all the intermediate sectors. The controller then computes individual segments of a path, i.e., from a sector to another
(intermediate) sector and informs the EOS of each ingress
and egress sector, part of the multihop path of the corresponding wavelength assignment associated with the flow.
The controller also informs the EOS of any aggregation of
flows or muxponding that needs to be carried out. The controller runs the multihop optimization each time a server is
added or removed from the network. A server is detected by
the ES as a user network interface (UNI) connection, and
its existence signifies a traffic source; hence any change
with a server’s existence implies a change in the multihop
scheme.

VIII. DEMONSTRATION, SIMULATION,

AND

RESULTS

In this section, we validate the proposed FISSION DC
through a test-bed and a simulation model.

A. Test-Bed
The test-bed in Fig. 6 shows a two-ring four-sector DC
with associated optics and a designed SR-based switching
fabric. The novelty of the test-bed is the fact that it combines the various elements of the FISSION DC and
presents these as a combined entity. The test-bed uses

TABLE V
FISSION PROTOCOL IMPLEMENTATION
Service Type
MAC
IPv4
…
…
IPv6
VLAN

Lookup ID

Primary SRL

Protection SRL

C4:85:08:A2:CD:4A
10.89.43.66
…
…
5820:f2cc:9
26

1110010101
11001000100
…
…
1000100
1110001000

1.011E  14
1.1001E  12
…
…
1.1111E  11
1.1E  11

Rate Limiter Information (CIR, CBS)
125,
300,
…
…
450,
200,

2
3

2
2

QoS Level
2
1
…
…
4
4
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peripheral memory (QDR) and other chips. It is important
to note that there is no use of merchant silicon in the
SD-SRs and all data-plane functions are coded in VHDL
and reside in the FPGA. The DC is connected to a locally
made controller, which runs an OpenFlow-like provisioning
protocol that generates routes and populates serviceprovisioning details into the SD-SRs. The SD-SRs are
connected to an EOS, which is made from wavelength
selective switches and associated transponders (slow tunable XFPs). The test-bed setup is described next.
1) Test-Bed Setup: The test-bed (see Fig. 6) is built for
four sectors and two rings, using Finisar 1 × 9 and 1 × 20
WSSs (with flexible grid support) at each sector for channel
add, in addition to a JDSU (now Lumentum) 8 × 13 WSS
with flexible grid support for channel drop (all LCOS).
Associated 3 dB (1 × 2) couplers are used to create the optical backplane. For the four-sector test-bed, no amplifiers
are required. Six channels at 12.5 GHz spacing are assumed and supported by customized XFPs. We assume a
ring can suffice with two sectors; hence, there are two rings
(two sectors each).
2) SD-SR Architecture: The SD-SRs are custom designed for the FISSION DC. The SD-SRs are 1-RU appliances that consist of a 20-layer PCB that supports a Xilinx
Virtex 6 FPGA along with peripheral I/Os and memories
(SRAMs and DDR3s). The I/Os include SFP+, SFP, and
XFP cages that are connected to a serializer/deserializer
(SERDES) chip, which interfaces with the FPGA. The
FPGA supports a two-stage VOQ architecture.
A combination of two types of SD-SRs, as specified in
Table VI, are used as ESs, ASs, and EOSs. ESs are connected to servers at 1 and 10 Gbps I/Os, while EOSs are
connected to the fiber bus.
The SD-SRs are developed based on a two-stage VOQ
switch architecture in a single chip (FPGA) and high-speed
packet buffers. The heart of the SD-SR is an FPGA that
constitutes a packet parser along with a switching engine—all of which are implemented in VHDL. The packet
parser checks if an incoming packet is already subscribing
to the SRL PDU. If not, then the parser checks for a match
in its SDN flow table against the packet identifier. If a
match occurs, the packet is encoded with the relevant
tag, else the packet is encoded with a default tag. The
packet after parsing is sent to a switching module, which
forward the packets if the output port is free, stores the
TABLE VI
SD-ROUTER SPECIFICATIONS
Features
Fig. 6. Two-ring, four-sector test-bed architecture (top) and its
logical view (bottom) along with the in-house switch (ES/AS)
and WSS (LCOS and DLP) (center).

in-house-developed SR-capable routers called softwaredefined SR routers (SD-SRs).
SD-SRs are built using a 20-layer fabricated PCB
that houses a Xilinx Virtex 6 365T-1 FPGA along with

Ports
Power
Switch fabric
SDN
Size
QoS levels
Multicast
Latency

SD-SR-1

SD-SR-2

10 × 1 Gbps,
2 × 10 Gbps
60 W
60 Gbps
Yes
1RU
4
256
1 μs

4 × 10 Gbps,
10 × 1 Gbps
96 W
100 Gbps
Yes
1RU
8
256
3 μs
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packets in an on-FPGA buffer if the port is free and FPGA
buffer is available, or stores the packet in the off-chip QDR
memory if the output port is not free and the on-chip FPGA
memory is full. The SD-SRs are modified to support ECMP
by efficiently implementing multipath functionality in the
data path.
3) FPGA-Based SR Implementation: Inside the FPGA is
a VHDL-induced bit file that supports the following modules: a) an entry logic, b) SDN tables, c) SRL encapsulation
logic, d) a contention and external memory management
module, e) a controller interface machine, and f) a switch
fabric. The two stages in the switch architecture use opportunistic scheduling such that a work-conserving switch is
realized: if a contention occurs for a packet, it is stored on
board the FPGA in block RAMs (BRAMs), and only if the
BRAMs are full does the packet get stored in off-FPGA
SRAMs (undesirable due to higher access time).
Combined, the two architectures result in low-latency.
The centralized controller with OpenFlow (v1.2) protocol
is connected to one of the SD-SRs for service provisioning
and monitoring. The service is configured from the centralized controller, which computes the path between the source
and destination and then populates the tables shown in ingress SD-SR. Once the SRL is pushed, the packet is routed
to the destination with the intermediate SD-SRs working on
the packet’s SRL and decrementing the pointer at each hop.
The traffic tests are performed using a JDSU MTS-6000
traffic tester, and the round-trip latency and throughput
of the configured services are measured [28].
4) WSS Controller: Across the FISSION DC, we implemented a central WSS controller for reconfiguration of
WSSs in all sectors. The WSS controller has four basic components (as shown in Fig. 7, top), the UI module, the API
module for accepting requests from the SDN controller,
the core ActionAgent module (in the SDN SR controller),
and the serial communication module. The user can create
a connection to any number of WSSs from the UI module using daisy chaining. Responsivity to the WSS is degraded with
more WSSs connected to the UI module but is of the order of
microseconds and hence acceptable. The SDN controller communicates to (ES/AS/EOS) switches via Ethernet ports,
whereas the WSS controller uses a serial port to communicate with all the WSS using hub and spoke implementation.
When a new service request arrives, if a common wavelength is available at both ingress and egress sectors, the
SDN controller forwards the ingress/egress sector details
along with the wavelength information to the WSS controller. This information passes through the API module and
ActionAgent module, which then initiates WSS reconfiguration at both sectors and provisions a single-hop path. We
calculated the switching time of the WSS from one channel
to another, which is observed to be ∼30 ms (as shown in
Fig. 7, bottom). This dynamic reconfiguration is helpful
for long duration and latency-insensitive services and
elephant flow provisioning, as the WSS reconfiguration
time is of the order of milliseconds.
5) Use Cases: We discuss three use cases based on our
test-bed. There are three use cases that we consider in

Fig. 7. WSS controller (top) and switching time of WSS (bottom).

the test-bed, namely, intra-/inter-sector communication,
in situ addition of sectors and ECMP. The first use case
is important from an engineering perspective to show that
the concept works in practice as well as to show how our
protocol functions. By fully loading a single fiber ring,
we are able to benchmark the FISSION DC for latency.
The second use case is important from the perspective of
operations; given the distributed nature of the optical backplane, we can grow/shrink the backplane by the addition/
deletion of sectors. The third use case is fundamental
toward next-generation applications given the use of a
carrier-class protocol. ECMP is generally difficult to provision in a carrier-class scenario on account of loss of OAM&P
due to creation of multiple ECMP streams. Our protocol,
however, is not only successful in provisioning ECMP
but also shows significant latency improvement due to load
balancing. Together, the above use cases, in addition to optical layer results, establish the working of the FISSION
DC from an implementation perspective.

B. Intra-Sector/Inter-Sector Communication
This is the scenario where server-to-server communication takes place. There are two possibilities of such communication. Either server wants to communicate with the
server in the same sector (intra-sector) or to a server in another sector (inter-sector). Due to similarities in the architecture of sectors and use of a fiber ring to interconnect
these sectors, inter-sector communication provides only
the addition of a small optical path between Sector 1
and Sector 3 in comparison with intra-sector.
Shown in Fig. 8 are plots of round-trip latency and
throughput as a function of load, where load is computed
as the number of bits-sent-per-second to the maximum
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Fig. 9. Multihop and single-hop latency measurements.

15–20 ms penalty for port-to-port communication and another 15 ms due to protocol processing (deciphering that
the packet is to be sent back into the backplane due to
multihop behavior). The latency value increases with load
only for extremely high loads, i.e., beyond 80%. The behavior is oblivious of switch load. We note that even for
extremely high load and a 3-hop path, the delay is around
300 ms. This is quite acceptable in current DCs.

Fig. 8. Round-trip time (top) and throughput (bottom) for various
packet sizes in the test-bed.

capacity of the channel. Because the SR protocol involves
prepending the packet with an SRL tag, we measure the
impact across different sized packets. Figure 8 (top) shows
the round-trip latency for configured services between sectors (1180) and (2360). The round-trip latency remains constant throughout up to 80% of load for different packet
sizes. It is almost the same for both inter-sector and
intra-sector communication. This is due to the fact that
the addition of a small optical path between Sector 1
and Sector 3 does not contribute much to the latency.
Therefore, we can conclude that, even if we deploy larger
DC sectors, we can expect a similar latency profile. This
result validates our low-latency design and deterministic
behavior of the FISSION architecture. Figure 8 (bottom)
gives the throughput of 1 Gbps service versus load between
sectors (1180) and (2360), which are averaged and shown.
It is observed that the throughput remains 100% for loads
up to 80%–90% and then reduces to around 80%–91% for
100% load depending on different packet frame size.
This change in throughput is due to the encapsulation
of SRL.
Shown in Fig. 9 is the experimental delay obtained in a
multi-sector DC with the use of multihop. The plot is obtained from the test-bed. We take measurements for a
1 Gbps link between two servers with increasing load.
The average packet size is assumed to be 300 bytes. For
reference, we also plot the single-hop latency (the bottommost curve). The multihop latency values behave as
expected—there is a 35 μs penalty for every extra hop that
is endured during multihopping. This penalty is consistent
with the switch delay; segment routing results in an almost

C. In Situ Addition/Deletion of a Sector
In addition to the throughput and latency results, we
added and removed a sector from the topology. It was found
that there was no change in BER or loss of packets while
adding or dropping a sector. As we use couplers at add/drop
points, the addition of a ring/sector only impacts the power
level at the receiver.
We have conducted a sequence of experiments for measuring the impact of in situ addition/deletion of sectors. In
these experiments, we begin with a single sector and grow
the DC backplane to support four sectors in a ring and then
four rings in the backplane. We then reverse the experiment by decrementing the number of sectors by unity until
we get back to a single sector DC. In the addition/deletion
experiments, the BER is reported to be within the acceptable
bound of 10E − 9. Hence, though there is a change in power
levels on account of additional optical losses, the BER continues to be within the limit of acceptable communication.
In our test-bed we captured the eye diagram of a channel
at a received power of −24 dBm on a Tektronix digital
phosphor oscilloscope (DPO) without the use of an amplifier.
The resulting clean eye opening indicates a good level of
BER at the receiver. We can add four to five amplifiers to
support more sectors/rings in the DC. In Table IV, we have
presented that, with the use of five amplifiers, we can easily
support a DC of 1 million servers thus justifying our experimental results with that of the theoretical computations.

D. ECMP Over FISSION
To perform this experiment, we setup iperf on two
systems and made one the client and the other the server.
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Fig. 10. Time taken to transfer different sizes of data from the
server to the client.

backplane, including its working, and have shown its implementation in a test-bed. The novelty of our architecture
is the use of a switchless backplane and an interconnection
pattern that results in supporting up to a million servers.
We detail the architecture from a cost and power perspective as well as compare it with other architectures both
qualitatively and quantitatively. We introduce the concept
of multihop optimization over the architecture thus facilitating large DC design at acceptable latency profiles. A carrier class protocol using segment routing is also presented.
The FISSION architecture is compared with other DC designs from a cost/performance perspective. A test-bed is
built to comprehensively study the architecture and measure system performance especially for the scalable optical
backplane. The test-bed uses in-house designed segment
routing capable routers in conjunction with optics based
on LCOS technology. The test-bed exhibits confidence that
the FISSION concept can easily be adapted in contemporary data-centers.
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